
Sampling-Diagrams Automata: a Tool for

Analyzing Path Quality in Tree Planners

Oren Nechushtan1∗, Barak Raveh12∗, and Dan Halperin1

1 School of Computer Science, Tel-Aviv University,
{theoren,barak,danha}@post.tau.ac.il ⋆

2 Dept. of Microbiology and Molecular Genetics, IMRIC, The Hebrew University

Abstract: Sampling-based motion planners are a central tool for solving motion-
planning problems in a variety of domains, but the theoretical understanding of
their behavior remains limited, in particular with respect to the quality of the paths
they generate (in terms of path length, clearance, etc.). In this paper we prove,
for a simple family of obstacle settings, that the popular dual-tree planner Bi-RRT
may produce low-quality paths that are arbitrarily worse than optimal with mod-
est but significant probability, and overlook higher-quality paths even when such
paths are easy to produce. At the core of our analysis are probabilistic automata
designed to reach an accepting state when a path of significantly low quality has
been generated. Complementary experiments suggest that our theoretical bounds
are conservative and could be further improved. To the best of our knowledge, this
is the first work to study the attainability of high-quality paths that occupy a signif-
icant (non-negligible) portion of the space of all paths. The formalism presented in
this work can be generalized to other algorithms by defining appropriate predicates,
and pave the way to deeper understanding of hallmark planning algorithms.

1 Introduction

The problem of finding collision-free paths for moving objects among ob-
stacles, known as the Mover’s problem, is P-Space hard when the number
of degrees of freedom is considered a part of the input, as shown already
thirty years ago [25]. The problem of finding optimal paths with respect to
some quality measure (such as path length, path clearance, energy, etc.) is
even harder than finding arbitrary paths [19], and was shown to be NP-hard
even for simple special cases of the Mover’s problem [1,3,24]. Although these
hardness results are discouraging in terms of worst-case analysis, in practice,
motion planning is effectively used for a wide range of applications in diverse
domains such as robotics, graphical animation, surgical planning, computa-
tional biology and computer games, by using the sampling-based approach to
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motion planning [4,16,17,26]. The wide use of sampling-based algorithms, such
as PRM [11], RRT [18], EST [8] and their many variants, has extended the
applicability of motion planners way beyond the restricted subset of problems
that can be solved efficiently by exact algorithms.

Unfortunately, the theoretical understanding of sampling-based algorithms
falls far behind the practical one, and in many senses, their proper usage may
still be considered somewhat of an art. The most important results that exist
to date mainly shed light on the asymptotic performance of the PRM [8, 10,
14] and RRT [13] algorithms, which were both shown to be probabilistically
complete, meaning that the probability to miss a valid path reaches zero as
the number of samples goes to infinity, with a proven exponential decay rate
in the case of PRM [10]. The RRT algorithm was also shown to rapidly cover
unexplored regions in space (large Voronoi cells) before converging to its input
sampling distribution [13]. These key results are asymptotic in nature, and in
practice, the required running time for finding a valid solution, if one exists,
cannot be computed for new queries at run-time.

In many applications, we require not only a valid solution, but also a high-
quality path. Several run-time and post-processing heuristics were devised for
improving the quality of output paths generated by existing motion plan-
ners (e.g., [7, 12,21,23,27]). While the different heuristics for improving path
quality are theoretically motivated to some extent, the actual performance of
sampling-based algorithm with regard to path quality is still poorly under-
stood, even in very simple settings. Recently, Karaman and Frazolli [9] ana-
lyzed the convergence of sampling-based planners to optimal paths that cover
a zero-measure of the configuration space, and have shown that at a reason-
able cost of additional running time, modified variants of the RRT algorithm
reach an optimal solution with probability one, at least as the number of sam-
ples goes to infinity. They also showed the original RRT algorithm converges
to sub-optimal solutions with probability one (under certain assumptions on
the quality function used to measure path quality). However, this result does
not indicate how bad the sub-optimal solution is – hypothetically, its quality
may be (1− ǫ) that of an optimal path, for some very small ǫ.

Contribution: In this study, we rigorously analyze a simple family of
toy-examples, which we call The Promenade problem (Figure 1). In this set-
ting, the shortest possible path is highly accessible, without narrow paths
leading towards it. We prove that the widely used dual-tree variant of the
Rapidly-exploring Random Trees (RRT) algorithm, Bi-RRT [13], may take
inferior paths that are arbitrarily worse than the optimal path with small but
significant probability, and miss any higher-quality path. In contrast to the
recent work by Karaman and Frazzoli [9], our work, which is to the best of
our knowledge the first of this kind, studies the attainability (or rather the
non-attainability) of high-quality paths that occupy a non-negligible portion
of the space of all paths.

As a more general contribution, we present a novel automata-based ap-
proach for analyzing the performance of the Bi-RRT algorithm in a proba-
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bilistic manner, by assigning probability bounds to transitions between au-
tomata states, capturing the progress of the algorithm. We believe that our
new approach may greatly improve the limited theoretical understanding of
sampling-based motion planners that currently exists, by introducing a for-
malism for describing their behavior.

Outline: In Section 2 we briefly reiterate the Bi-RRT algorithm and
define the Promenade family of obstacle settings. In Section 3 we introduce the
Sampling-Diagrams Automata (SDA) formalism for describing the progress of
the Bi-RRT algorithm, and in Section 4 we instantiate an appropriate SDA
that proves a probabilistic lower-bound on the performance of Bi-RRT. In
Section 5 we empirically demonstrate that our bound holds for a standard
implementation of Bi-RRT, and seems a fairly conservative one.

2 Problem Statement

2.1 The Bi-RRT algorithm

Let Ω be a motion-planning problem (defined by a mobile object and a
workspace clattered with obstacles), and let (Ω,q1,q2) be the motion-planning
query of moving the object from q1 to q2 among the obstacles. In this work,
we analyze the performance of the Bidirectional-RRT algorithm variant as
described in the book by LaValle [17, p. 236], with slightly modified notation
(Algorithm 2.1). The start and and goal configuration, q1 and q2 respectively,
serve as the roots of the trees T1 and T2. In each iteration i, the algorithm
extends one of the trees Tcur within the obstacle-free portion of the configura-
tion space, Cfree, towards a random sample σi, drawn from the configuration
space C (lines 3-7). The other tree Tother is than extended towards Tcur (lines
8-12), until the two trees are connected and the query is solved (line 13). The
tree to be extended may be swapped with Tother at the end of each iteration
(line 14), in order to maintain a balance between the size of the two trees.
The pseudo-code for Bi-RRT is given below.

Algorithm [Bidirectional RRT] Bi-RRT(Ω, q1 , q2, M)

1. T1.init(q1); T2.init(q2); Tcur = T1; Tother = T2;
2. for i = 1 to M do
3. qn ← nearest(Scur, σi);
4. qs ← stopping-configuration(qn,σi);
5. if qs 6= qn then
6. Tcur.add vertex(qs);
7. Tcur.add edge(qn, qs);
8. q′n ← nearest(Sother, qs);
9. q′s ← stopping-configuration(q′n,qs);

10. if q′s 6= q′n then
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11. Tother.add vertex(q′s);
12. Tother.add edge(q′n , q′s );
13. if q′s = qs then return SOLUTION;
14. if |Tother| < |Tcur| then SWAP(Tcur,Tother);
15. return FAILURE

Tree swaths: The notation Si denotes the swath of the tree Ti in the con-
figuration space, an image of the vertices and edges of the tree in the config-
uration space, as defined by Lavalle [17, p. 236]. In a full setting, the swath
is the union of line segments that correspond to Ti edges. In an approximate
setting, it is reduced to a point subset (e.g., configurations of tree vertices).

Distance metrics: The nearest function is defined as the nearest point
according to some distance metrics, with respect to the full swath, or on to an
appropriate point subset [17, pp. 230-234]. We will use the notation Bi-RRTℓp
for using the ℓp norm as distance metrics.

Stopping-configurations: Given a new sample σi, the tree Tcur is extended
from qn ∈ C, the nearest neighbor of σi in the tree swath Scur. However,
the new sample may not be visible from qn due to obstacles (formally, the
line between visible configurations must be fully contained in Cfree). The
stopping configuration function (line 4) is used to find a node qs that is visible
from qn, and its exact definition is left to interpretation. For simplicity of our
analysis, we make the plausible assumption that the stopping configuration is
the farthest visible configuration from qn towards the new sample.

Observation 1 σi itself will be added to Tcur ⇔ σi is visible from its nearest
neighbor in Scur. Similar analysis follows when extending Tother towards Tcur.

2.2 The Promenade Motion-Planning Problem

For some α > 0, let Pα denote a motion-planning problem in R
2 where we

translate a point robot in the square configuration space C := [0, α+ 2]
2
. The

free configuration space is Cfree := C\[1, α+ 1]
2
, that is, there is a single α×a

square obstacle in the middle of C, leaving a rectangular ”promenade” for the
robot, see Figure 1. As we translate a point robot, the configuration space
and the workspace are equivalent. In Figure 1 we also mark some key regions
of C, the exact meaning of which will be explained in Section 4.

3 Basic Definitions

Overview: We first introduce the concepts underlying the construction of an
Automaton of Sampling-Diagrams (ASD), a Finite-State Machine that reads
a sequence of samples in C, combined with a sequence of tree-swap decisions.
The states of the automaton correspond to sampling diagrams (Figure 2) .
that divide Cfree into disjoint regions. When a sample hits a critical region
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1

Fig. 1: An illustration of the Promenade motion planning problem, a square
obstacle within a square bounding-box. In this example, q1 and q2 lie on
opposite sides of the promenade. Type-A (solid line) and type-B (dashed
line) solution paths between q1 and q2 are shown, as defined in Section 4. The
ratio between their length, denoted µ, is approximately 1

3 in this case.

in the diagram, the automaton makes a transition to the next state ( = dia-
gram). The automaton is constructed such that an accepting state is reached
only if the Bi-RRT algorithm returns a solution of particularly low quality.
By analyzing the transition probability between states in the automaton, we
lower-bound the probability to reach a low-quality solution.

Impact of tree-swapping strategy: We observe that the choice of tree to be
extended in each iteration (swapping strategy) may alter the algorithm output
solution and complicate its analysis. Moreover, adding even a single sample
σ to a tree may considerably increase its swath (in particular for the case
of a full swath), by introducing a long line segment towards σ. Accordingly,
the analysis of balancing S1 and S2 (line 14 in Algorithm) is not trivial. In
our analysis, we take into account different swapping strategies in the form of
alternative transitions in the automaton, and assume a worst-case swapping
strategy to obtain a uniform probabilistic bound for any choice of swaps.

3.1 Automaton of Sampling-Diagrams: Formal Construction

Recall that Cfree denotes the free portion of the configuration space C, and
T1 and T2 denote the trees extended from q1 and q2, resp., according to the
Bi-RRT algorithm. With a slight abuse of notation, we use T̂1 and T̂2 as labels
(for instance, as part of the automaton alphabet).

Definition 1. [Probability Space] Let Σm := (σ1, σ2, . . . , σm) be a se-
quence of m samples chosen independently at random from Γ , a probability
space over Cfree. Γ

m denotes the probability space of all such sequences Σm.

Definition 2. [A Sampling Diagram] A sampling diagram D over Cfree,
is a subdivision of Cfree into a set of disjoint sets, denoted by regions, via the
Cartesian product of two functions, signD and treeD, where signD maps each
configuration c ∈ Cfree to one of {+,−, 0} and treeD maps each configuration

to one of {T̂1, T̂2, {T̂1, T̂2}, φ}. We define D+ as {c ∈ C|signD(c) = +}. In a

similar way we define D−, DT̂1 and DT̂2 . We also define D± as D+ ∪D−.
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Definition 3. [Hitting a sampling diagram] Given a sampling diagram
D, a sequence of samples Σm ∈ Γm is said to hit D+ if Σm ∩ D

+ 6= φ.
Hitting D− is defined analogously. Let H+(Σm) and H−(Σm) denote the re-
spective boolean-valued functions for these events. As an abbreviated form, we
use H+/H− interchangeably with H+(Σm) and H−(Σm).

Definition 4. [Automaton of Sampling-Diagrams (ASD)] An ASD A
is a Finite-State Machine that reads the composite infinite alphabet (θ × σ)
for θ ∈ {T̂1, T̂2} and σ ∈ C. A may have any number of accepting, rejecting,
or regular states s ∈ States(A), each corresponding to some sampling diagram
Ds. The transition function of A must satisfy:

• If A reaches a rejecting or an accepting state, it is trapped in it.
• If A is in a regular state s, it can move to itself, or to any rejecting state, or

to exactly one or two additional non-rejecting neighboring states, denoted
by s1 = s1(s) and s2 = s2(s). In principle it is possible that s1 is the
same state as s2. Let D(si) be the sampling diagram associated with si,
i ∈ {1, 2}. An input character (T̂i, σ) moves A to si if σ ∈ D(si)

+, or
otherwise, to a rejecting state if σ ∈ D(s)−. Otherwise, A remains in s.

Last, the set of configurations D− is identical for non-rejecting states.

It is important to note that the transition state of A depends not only on
D(s), the diagram of the current state s, but also on the diagrams of its neigh-
bors s1 and s2. Also note the strict restriction on D− is given only for sim-
plifying the proof below, and can be relaxed considerably in general. Figure 2
illustrated an ASD. Given a sequence of tree labels Θm = (θ1, θ2, . . . , θm) ∈
{T̂1, T̂2}

m together with a sequence of samples Σm = (σ1, σ2, . . . , σm), we say
that A reads Θm and Σm. Intuitively, the σ part of the alphabet corresponds
to samples hitting critical regions in sampling diagrams, whereas {T̂1, T̂2}
mark the current tree being extended at each iteration (swapping strategy).
This formalism may be generalized in principle (see Section 6).

3.2 Realizing an Automata of Sampling-Diagrams

In order to simplify the following definitions, we assume Bi-RRT does not
terminate after returning the output solutions, but without ever changing the
output solution, thereby not affecting the analysis.

Definition 5. [Sample-Realizing a Diagram] Σm realizes D if it hits D+

(for D+ 6= φ), and does not hit D−, or using boolean notation:

Realize(Σm,D) :=

{

H+ ∩ ¬H−, if D+ 6= φ,
¬H−, otherwise.

.

Definition 6. [Sample-Realizing ASDs] An ASD is Sample-Realizing if
for any m ≥ 0, after reading the sequence of tree labels Θm ∈ {T̂1, T̂2}

m,
together with a sequence of samples Σm ∈ Γ

m, then either: (i) The diagram
of the current state Ds is (sample-)realized by Σm ; (ii) s is a rejecting state.
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Fig. 2: An illustration of Aα, a ≤ µ-Quality Automaton of Sampling-Diagrams
(ASD) for the Proα Promenade problem with µ = 1

3 − ǫ, and the ℓ1 norm.
The rejecting state is omitted for clarity. The two bottom states are the ac-
cepting states (thick magenta-black border). The left most path illustrates
the growth of S1 (black) and S2 (light-blue) during the algorithm run. Each
state s corresponds to a diagram D(s). For each diagram, D+ and D− regions

are represented by the green (solid) and red (dashed) areas, resp. DT̂1 and

DT̂2 are marked by numbers. The transitions correspond to the tree currently
being extended by Bi-RRT (T̂1 or T̂2, ∗ for either one) and by the target re-
gion being hit by the next sample (+ or − for hitting D+ and D−, resp., or 0
otherwise, ∗ for either one). For clarity, we merged two diagrams in the third
row to the middle diagram - if we arrive from the left side, then the top right
region is assigned to D+ (as illustrated), and if we arrive from the right side,
then the top left region is assigned to D+.
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Lemma 2. An ASD A with initial state s0 is Sample-Realizing if D+(s0) = φ.

Proof. We apply an induction over m. For m = 0, A is in the initial state si,
which is trivially sample-realized by zero samples since D+(s0) = φ. Let s be
the current state after reading m − 1 letters. If s is rejecting or if we move
from s to a rejecting state, the claim holds trivially for m. If we remain in a
non-rejecting state s, we still realize it otherwise we would have moved to a
rejecting state by hitting D(s)−. If we moved to a non-rejecting neighbor si,
we must have hit D(si)

+, and since D− is identical for all non-rejecting state
or empty for accepting states, Σm realizes si. ⊓⊔

Definition 7. [Induced Swaths] For a motion-planning problem Ω, let S1

and S2 be the swaths generated by running Bi-RRT(Ω, q1 , q2, M), with the
sequence of samples Σm ∈ Γ

m and the sequence of tree-labels Θm ∈ {T̂1, T̂2}
m

used as swapping-strategy at the end of each iteration. We call such S1 and S2

the Induced Swaths of ΣM and Θm, denoted S1(Σm,Θm) and S2(Σm,Θm).

The above definition relates sequences of random samples and tree-swaps
to the swaths generated by Bi-RRT. Definition 8 serves to specify explicit
geometric rules about the swaths generated by Bi-RRT:

Definition 8. [Swath-Realizing a Diagram] Two swaths S1 and S2 are
said to swath-realize a sampling diagram D if:

(i) DT̂1 6= φ ⇒ S1 ∩D
T̂1 6= φ ; (ii) DT̂2 6= φ ⇒ S2 ∩D

T̂2 6= φ ;

(iii) DT̂1 ∩DT̂2 6= φ ⇒ S1 ∩ S2 6= φ ; (iv) S1 ∩D− = S2 ∩D− = φ.

Definition 9. [Swath-Realizing ASD] An ASD A is Swath-Realizing if
for any m, upon reading Θm ∈ {T̂1, T̂2}

m and Σm ∈ Γm that lead A to a
regular state s, the induced-swaths S1(Σm,Θm) ; S2(Σm,Θm) realize D(s). In
addition, accepting states must be (swath-)realized when first visited by Aα.

3.3 From Automata of Sampling-Diagrams to Low-Quality Paths

Consider the quality function Q that is inversely correlated with the length
of a solution path ω under the ℓp norm. Formally, Q(ω) = 1

lengthℓp
(ω) .

Definition 10. [≤ µ-Quality Solution] For 0 < µ ≤ 1, a solution path ω to
a motion-planning query (Ω,q1,q2) is said to be ≤ µ-Quality if Q(ω) ≤ µQopt,
where Qopt is the optimal (maximal) quality for the query.

Definition 11. [≤ µ-Quality Diagram] Let ω be some solution path re-
turned by running Bi-RRT(Ω, q1 , q2, M), and let S1 and S2 be the resulting
tree swaths. We say that a diagram D is ≤ µ-Quality (0 ≤ µ < 1),if for any
such ω, S1 and S2: (S1; S2) swath-realize D ⇒ ω is ≤ µ-Quality.

Definition 12. [Solution Diagram] Let S1 and S2 be two swaths produced
by running Bi-RRT(Ω, q1 , q2, M). A diagram D is said to be a Solution-
Diagram if: (S1; S2) realize D ⇒ Bi-RRT returned a solution path.
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Definition 13. [≤ µ-QualityASDs] Let A be an ASD that is Swath-Realizing.
If the diagram associated with any accepting state s ∈ A is also ≤ µ-Quality
and a Solution-Diagram, then we call A a ≤ µ-Quality ASD.

Observe that if A is a ≤ µ-Quality ASD, its language (accepted strings of
samples and tree-labels) necessarily corresponds to runs of Bi-RRT(Ω, q1 , q2,
M) that produce ≤ µ-Quality solution paths.

4 Proving a Probabilistic Bound for the Promenade

Problem

In this section we will prove that the existence of an automaton Aα that is
≤ µ-Quality with respect to the Promenade problem Pα. We will show that
Aα reaches an accepting state, equivalent to ≤ µ-Quality solutions, with small
but non-diminishing probability. An instance of Aα is illustrated in Figure 2.

Theorem 1. [Path Quality in Promenade Problem] Let ω be the solu-
tion path returned by Bi-RRTℓp(Ω, q1, q2, M) for the Promenade problem,

using ΣM ∈ Γ
M as samples and Θm ∈ {T̂1, T̂2}

m as tree-swapping strategy.
There exist constants c0 > 0 and α0 > 0, such that for all 0 < µ ≤ 1 and all
α ≥ α0, there exists initial and goal configurations q1 and q2 that satisfy

Pr[ω is ≤ µ-Quality] ≥ c0

Note that the bound in Theorem 1 is uniform over all α ≥ α0, regardless
of how small Cfree is with respect to C (as α may go to infinity). Its proof
for 1

3 < µ ≤ 1 is an immediate corollary of Theorem 2 and Theorem 3. Its
extension to any µ > 0 (paths of arbitrarily low quality) is discussed below.

4.1 Aα is a ≤ µ-Quality ASD for the Promenade problem Pα

We define the following key regions in the promenade configuration space (see
Figure 1). A1 and A2 are the isosceles right triangles at the bottom-left and
bottom-right corners of Cfree. B1 and B2 are 1 × 1 squares adjacent to the
top-left and top-right corners, resp.

Definition 14. [Type-A and Type-B paths] Type-A solution paths to Pα
intersect A1 but not B1. Type-B solution paths intersect both B1 and B2. Q

∗
A

and Q∗
B are the optimal qualities for any Type-A or Type-B paths.

We have designed an automaton Aα (illustrated in Figure 2) such that a
directed path in its state-graph would force Type-B solutions, corresponding
to a path going above the inner obstacle. It is then easy to position q1 and
q2 such that the quality of Type-B solutions is poor. The next Theorem takes
advantage of the geometry underlying the design of Aα (see Figure 3). Due
to space considerations, we include part of the proof details as supplementary
on-line material [20], and give a general sketch.
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q1
q2

⊕

Λ
⊙

A1

Fig. 3: Key geometric regions in the Promenade problem. The directed left-
path in the state graph of the automaton Aα (see Figure 2) forces the tree
rooted at q1 to intersect

⊕

, then Λ, then
⊙

, reaching q2 through a B-type
solution (above the obstacle).

⊕

, Λ,
⊙

are geometrically designed to be close
enough to each other, such that Bi-RRT will connect them together.

Theorem 2. There exists α0 > 0 such that for all α ≥ α0, for all q1 ∈ Cfree
enclosed between A1 and B1 (on the left-hand side of C), and for all q2 ∈ Cfree
enclosed between A2 and B2 (on the right-hand side of C), the automaton Aα
(as in Figure 2) is ≤ µ-Quality. For a given q1 and q2, µ is defined as: µ =

Q∗

B

Q∗

A

Sketch of Proof: We show our results for the ℓ1 norm as it is easiest

to illustrate, but following the same logic, the proof can be easily generalized
to other ℓp, and to the euclidean norm ℓ2 in particular. First, it is easy to
verify that Aα is a legal ASD by Definition 4. Also note that Aα is a Sample-
Realizing ASD using Lemma 2. By Definition 13,we also need to show that:
(i) Aα is a Swath-Realizing ASD (ii) The diagram of any of its accepting state
is a ≤ µ-Quality Solution-Diagram.

Part (i): First, we show that S1 ∩D
−(s) = S2 ∩D

−(s) = φ for all non-
rejecting states in Aα. For the initial state, the proof is trivially true since
D− = φ. For any other non-rejecting state s, D− is an isosceles right triangle
at the bottom-left corner of the promenade, denoted by A1 (see Figure 1).
Since A1 is clearly the intersection of a half-plane with C, A1 forms a ”visibility
block” in the configuration space. Formally, if s, t ∈ Cfree, s, t 6∈ A1 then
the line between s and t does not intersect A1 due to the convexity of each
half-space. Since A is Sample-Realizing, we know that no sample σi ever hits
D−(s) on its way to the state s. Since also q1, q2 6∈ A1, we conclude the swaths
produced by Bi-RRT also do not intersect D−(s).

Second, we need to show that whenever we reach a state s, the swaths

S1 and S2 induced by running Bi-RRT intersect the DT̂1 and DT̂2 regions of

D(s), respectively, if those are not empty sets. For the initial state, DT̂1 = φ

and DT̂2 = φ, so we only consider the other states of Aα. Assume by induction
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we realize the current state s. If S1 (w.l.o.g.) intersects the DT̂1 region of the
current state s, a self-loop cannot change this fact. We proceed by following the
left-most directed path in the state graph of Aα, where we extend T1 in each
critical event (other directed paths are analyzed by similar argumentation,
omitted due to space considerations):

sinit → si → siii → saccept1

The first transition sinit → si is designed to force the swath S1 to intersect
a small 1

3×
1
3 square

⊕

(see Figure 3) in the top-right corner of the B1 square.
The logic behind the position of

⊕

is to provide visibility for S1 towards
the top part of the promenade, on its way to the goal configuration q2 (see
Figures 2 and 3). The square

⊕

is a critical region in si labeled D(si)
+,

so Aα first moves to si when a new sample σm has hit
⊕

, by definition
of ASD. Bi-RRT tries to connect new samples to their nearest neighbors,
and by Observation 1 (in Section 2), σm itself will be added to the swath of
S1 by Bi-RRT if it is visible from its nearest-neighbor in S1. The geometric
position of

⊕

is designed to guarantee its nearest neighbor in S1 is visible
to it, therefore it will be also added to the swath and swath-realize si. A
detailed proof for this claim is given as on-line material [20, Lemma 7(i)]. The
transition sinit → sii is analyzed in a similar manner.

The second transition si → siii is designed to bring the swath S1 closer
to the top-right corner region of the promenade (B2). The transition occurs
when a new sample σ hits D(siii)

+, a small triangle Λ located at the top edge
of the promenade (see Figure 2). Again, the triangle Λ is designed such that
σ ∈ Λ will be visible from its nearest neighbor in the swath, and therefore
would be added to the swath, as shown in detail in the on-line material [20,
Lemma 7(ii)], based on the relative position of the triangle Λ to the square
⊕

, which S1 intersected already at the previous state.
The last transition siii → saccept1, brings S1 to a 1

3 ×
1
3 square

⊙

at the
top-left corner of the promenade (B2). Note that

⊙

is visible from q2 (Fig-
ure 3), and T2 and T1 will now be connected, completing a type-B solution
path to the Promenade problem (see lines 8-12 in the Bi-RRT algorithm).
The detailed proof for this transition is found in [20, Lemma 7(iii)]. In a sim-
ilar way, each of the remaining transitions in Aα can be shown to preserve
the swath-realizing invariant, concluding our claim that Aα is swath-realizing.
Part (ii) of the proof, showing that the accepting state diagrams are both So-
lution diagrams and ≤ µ-Quality, is immediate from the above proof, since
we showed that T1 and T2 connect to each other upon reaching the accepting
state, and that S1 ∪ S2 do not intersect D− (A1 in Figure 3), therefore an
A-type solution is made impossible. We conclude the automaton accepts only
≤ µ-Quality solutions, where µ equals Q∗

B/Q
∗
A. 2

Extension to general ℓp and arbitrarily small µ: If q1 and q2 are
proximal to the bottom-left and bottom-right corners of the inner square, µ
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reaches 1
3 . In order to generalize the proof to arbitrarily small µ, we need to

position q2 at the bottom side of the promenade, next to A1 in the bottom-
left corner (as in Figure 4), turning Type-B solutions arbitrarily longer than
the optimal path through A1. The appropriate automaton requires the trivial
addition of a few more states for crossing the bottom-right corner of the
promenade, analogously to the states of Aα, and is omitted only due to space
limitations. In addition, we showed Theorem 3 only for the ℓ1 norm, as it was
easiest to draw the diagrams for its automaton. However, the proof does not
rely on specific properties of ℓ1 and can be generalized to any ℓp for p ≥ 1.

4.2 Probabilistic Analysis of Aα

Theorem 3. Denote by Pr[Accept] the probability of Aα to reach an ac-
cepting state after reading a sequence of samples and tree labels. Assume
that σ ∈ Γ has positive probability to hit D(s)+ for any non-rejecting state
s ∈ Aα. Then there exists c0 such that for any ǫ > 0, for any m ≥ M0 with
M0 := M0(α, ǫ, Γ ), for any Θm ∈ {T̂1, T̂2}

m, and for a random Σm ∈ Γ
m:

Pr[Accept] ≥ (1− ǫ)c0

Proof. [Theorem 3] Assume the current state of Aα is a regular state s,
and that the next tree label the automaton reads is T̂cur. After reading the
next sample, the automaton Aα either: (i) Moves forward to a non-rejecting
state (event F (s) = forward) ; or, (ii) Move to a rejecting state (event R(s)
= reject). (iii) stays in s. By definition of ASDs, this decision depends only
on the current state s, and the state diagram of its neighbor scur.

Assume first we are at a regular state s, and at the first critical event T̂cur =
T̂1. Let D(s) and D(1) be the diagrams associated with s and its neighbor
s1(s). For simplicity, since D− is identical over all states, we interchange
D(s)− with D(1)−. Denote the volume of D(1)+ and D(1)− weighted by the
probability distribution of Γ , by volΓ . By construction of an ASD, we calculate
the conditional probability to move forward to s1 rather than to a rejecting
state:

Pr
T̂1

[F (s)|F (s) ∨R(s)] =
volΓ (D(1)+)

volΓ (D(1)+) + volΓ (D(1)−)
(1)

If we always choose to extend T2 (cur = 2), we get:

Pr
T̂2

[F (s)|F (s) ∨R(s)] =
volΓ (D(2)+)

volΓ (D(2)+) + volΓ (D(2)−)
(2)

Although we cannot know the swapping strategy in advance, we can now
bound the conditional probability to move forward from a state s, regardless
of the tree-swapping strategy taken along the way:
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Pr[F (s)|F (s) ∨R(s)] ≥ min

{

Pr
T̂1

[F (s)|F (s) ∨R(s)]

Pr
T̂2

[F (s)|F (s) ∨R(s)]
. (3)

Observe that Pr[F (s) ∨R(s)] is strictly positive for all regular states in
Aα, since we assumed Γ assigns positive probabilities to hit D± for all non-
rejecting states. Also note that Aα is finite and has a directed-acyclic state
graph, leading only to accepting and rejecting states that serve as traps.
Therefore, given sufficient input, Aα would eventually either: (1) Reach an
accepting state by moving forward a finite number of steps. ; (2) End up in
a rejecting state. Let P = {ψi} be the finite set of all directed paths from
sinit to any accepting state. Consider the probability to reach an accepting
state, conditioned that we visited only states of ψi∪sreject on our way (denote
this event by Ψi). Denote Pr[F (s)|F (s) ∨R(s)], the conditional probability to
move forward from s, by φ(s).

Pr[Accept|Ψi] ≥
∏

s∈ψi

φ(s) (4)

Observe that
∨

i Ψi is complete, i.e., at least one of the events Ψi happens.
Let M0 be the minimal input length that guarantees Pr[Accept ∨ Reject] ≥
1− ǫ. Since for all i 6= j, Pr[Accept|Ψi ∧ Ψj ] = 0, then for any m ≥M0:

Pr[Accept] = Pr[Accept|
∨

i Ψi] ≥ min(Pr[Accept|Ψi]) (5)

Note that for any i, Pr[Accept|Ψi] is strictly positive since we multi-
ply a set of positive number, a finite number of times. We conclude c0 =
miniPr[Accept|Ψi]. Note that M0 depends on α and Γ , since the probabilities
assigned to each transition in Aα depends on the probability-weighted volume
of D+ and D− in each state. ⊓⊔

Explicit calculation of c0, the probabilistic bound to get a ≤ µ-Quality so-
lution, leads to the extremely small number of approximately 4−6 for the uni-
form distribution, which is the product of transition probabilities ( 1

19·19·37·19 ),
based on the ratio between the area of D+ and D+ ∪D− in each transition.
In the next section we show that our bound is conservative.

5 Experiments

We compared our results to a widely used implementation of the Bi-RRT algo-
rithm, using the OOPSMP software for motion-planning [22] (version 1.2β).
We empirically tested the performance of the algorithm on an instance of
the Promenade problem with α = 4. In each experiment, we conducted 5000
independent runs of Bi-RRT followed by standard path smoothing.

When the initial and goal configurations were set right next to each other,
but such that the bottom-left corner occludes their mutual visibility (Fig-
ure 4), a near-optimal path was generated in 94.1% of cases. However, in
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5.9% of the remaining cases (± 0.3%) a path that is over 140 times worse
than optimal after smoothing was selected (Figure 4B), even though the start
and goal configuration were in absolute proximity to each other and were not
separated by a narrow passage.

Moreover, in a second experiment the initial and goal configurations were
set at opposite sides of the promenade, next to the bottom-left and bottom-
right corners of the inner square (as in Figure 1). In this case, in as much as
49.4% of cases (±1.1% std-err) the output path generated was three times
worse than optimal. We currently conjecture that when the initial and goal
configurations are positioned this way, the actual bound for finding a low-
quality paths is 0.5±δ for some small 0 ≤ δ << 1, where δ goes to zero as the
initial and goal configurations reach the corners. This striking result means
that our theoretical bound may be conservative, and the actual probability of
Bi-RRT to produce low-quality paths may be even higher.

6 Conclusions and Open Questions

In this study, we show for a common variant of the Bi-RRT algorithm that
the probability for low quality paths is bounded away from zero. To the best
of our knowledge, we present the first theoretical results on the quality of the
Bi-RRT algorithm that are topological in nature and invariant to smoothing,
proving a very wide gap between the optimal path and the actual output
paths. Our empirical results suggest our bound is conservative, and it would be
a worthy challenge to reach a tighter bound. An advantage of the automaton

A B

Fig. 4: An experimental result of running the Bi-RRT algorithm over the
Promenade problem, with proximal initial and goal configuration q1 and q2,
whose mutual visibility is blocked by the left-bottom corner. (A) The merged
trees at the end of the run (merge point marked by arrow). (B) The solution
path extracted from the tree in (A) is over 140 times worse than optimal,
even after standard path smoothing, as typical in 5.9% of independent runs.
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formalism is probably that it ignores many of the details involved in analyzing
the running progress (perhaps at the cost of looser bounds).

The obstacle settings that we analyzed in this study are very simple.
Therefore, open problems coming out of our work include its extension to
other variants of RRT or other motion-planners, as well as different instances
of motion-planning problems and different quality measures. In particular, it
would be interesting other variants of RRT , as those suggested by Karaman
and Frazzoli [9], along the lines presented here. We believe that the Automata
of Sampling Diagrams framework may be generalized to higher-dimensional
configuration spaces by using different types of automaton states or alphabets
than the ones presented here, in order to identify critical events effectively in
general settings. In this respect, it may be helpful to borrow from the work
of motion-planning with Linear-Temporal Logic (LTL) specifications, where
various types of Finite-State Machines are used in conjunction with motion
planning algorithms for the purpose of model checking (see, e.g., [2, 6, 15]).
This may help in the creation of a richer set of predicates that can be used to
analyze complex problems. Our automata formalism also captures the sensi-
tivity of tree-based planners to a sequence of critical events, and may justify a
heuristic approach we presented recently for improving path quality, in which
we hybridize sub-solutions from multiple independent runs [5, 23].

In conclusion, we presented here one of the first theoretical results on the
quality of output paths generated by sampling-based algorithm and the first
to assess high-quality paths that occupy a non-negligible portion of the space
of all paths. We anticipate that analysis of the type we propose here will
facilitate the design of robust algorithms that also perform better in practice.
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