
Robomotion: Scalable, Physically Stable
Locomotion for Self-Reconfigurable Robots

Sam Slee and John Reif

Abstract Self-reconfigurable robots have an intriguingly flexible design, composing
a single robot with many small modules that can autonomously move to transform
the robot’s shape and structure. Scaling to a large number of modules is necessary
to achieve great flexibility, so each module may only have limited processing and
memory resources. This paper introduces a novel distributed locomotion algorithm
for lattice-style self-reconfigurable robots which uses constant memory per module
with constant computation and communication for each attempted module move-
ment. Our algorithm also guarantees physical stability in the presence of gravity. By
utilizing some robot modules to create a static support structure, other modules are
able to move freely through the interior of this structure with minimal path planning
and without fear of causing instabilities or losing connectivity. This approach also
permits the robot’s locomotion speed to remain nearly constant even as the number
of modules in the robot grows very large. Additionally, we have developed methods
to overcome dropped messages between modules or delays in module computation
or movement. Empirical results from our simulation are also presented to demon-
strate the scalability and locomotion speed advantages of this approach.

1 Introduction
Throughout nature, a recurring concept is that of a collection of simple structures
combining to form something much more complex and versatile. Self-reconfigurable
(SR) robots seek to implement this concept using a collection of robotic “modules”
which can autonomously move to reconfigure the overall shape and structure of the
robot. A key problem faced by these robots is how to generate locomotion. Many
prior algorithms have done this, but very few have been able to scale to robots with
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very large numbers of modules while only using robotic structures – configura-
tions of modules – which are stable in the presence of gravity. We introduce such
a method here with our Robomotion algorithm, which focuses on 3 main goals:
scalability, speed, and stability.

For Goal 1, scalability, we mean that the algorithm could reasonably be expected
to execute on a SR robot, implemented in hardware, composed of thousands or
millions of modules. This means that the amount of memory needed within each
module cannot grow linearly with the number of modules in the robot. Also, each
module should decide to take actions based only on information local to it in the
robot (i.e. from nearby neighbor modules).

Similar to locomotion is the task of reconfiguration: transitioning a collection of
modules from one specific configuration to another. Yet this usually requires an ex-
act specification of the goal configuration. For a robot with n modules this requires
Ω(n) memory for at least 1 module. Often linear processing is also required to plan
the movements of individual modules. As we describe in Section 3, our algorithm
can achieve per module constant bounds on memory, processing, and communica-
tion usage since it focuses on locomotion and so less-specific goal requirements can
be used. This has allowed us to simulate robots with over 2 million modules.

For Goal 2, speed, we are actually interested in the locomotion speed of the
robot. There are two parts to creating fast locomotion: the physical movement ap-
proach and the means of controlling it. Since we are interested in scaling to robots
with large numbers of modules, a small group of modules will likely not be strong
enough to push or pull the rest of the module collection. Prior scalable locomotion
algorithms avoided this limitation by having some modules remain stationary while
other modules flowed from the robot’s back to its front. We have also adapted this
approach for our algorithm presented in this paper. To have a means of control that
is equally scalable, a very distributed algorithm is required. Global synchronization,
for example, could not be allowed because doing so would become too slow as the
number of modules becomes very large. This makes it difficult to intelligently coor-
dinate the simultaneous actions of all modules in the robot and commonly results in
inefficient module movements or unnecessary delays between movements. Our al-
gorithm minimizes these inefficiencies by using straight tunnels through the robot’s
interior through which modules can travel. Moving modules typically only have 1
option, going forward in the same tunnel, and so very little computation or inter-
module communication is needed when deciding how to move. Later, in Section 4
we will give empirical results confirming our speed advantage compared to other
leading scalable locomotion algorithms.

For Goal 3, stability, we want to guarantee that our robot will not collapse under
its own weight during locomotion. This is a difficult global property to maintain
because SR robots are able to form so many different shapes, many of which are
unstable in the presence of gravity. Figure 1 shows how a slight change to 1 module’s
position can dramatically affect stability. In Config 1, the inter-module connections
A1-B1 and A2-B2 experience very small tension and sheer forces due to the weights
of modules B1 and B2, respectively. However, by moving 1 module, in Config 2
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Fig. 1 A: A subtle change making a
big stability difference. B: Convex-
corner transition by Module S.

those same inter-module connections must sup-
port all modules stacked above A1, a far greater
amount of sheer and tension force bounded only
by the height of the stack. Compression forces
in other parts of the robot are about the same
for either situation but are less important. Simi-
lar to large manmade structures, most SR robot
hardware implementations handle compression
forces much better than sheer or tension forces
on inter-module connections.

For a scalable algorithm, we do not have time to globally check for stability
before every module move. Yet stability is a critical property. A real robot which
loses efficiency will just move slowly. A real robot which loses stability will break
hardware units. This cannot be a property that is probabilistically met. It must be
guaranteed. For our Robomotion algorithm presented here, we guarantee stability
while assuming only a very limited set of physical abilities for modules. This is done
while achieving the goals of scalability and locomotion speed described earlier.

In addition to our 3 main goals, we make our algorithm more realistic by han-
dling potential hardware errors: message drops and module delays in computation or
movement. We also disallow convex corner transitions by individual modules (move
around a convex corner formed by 2 orthogonal surfaces as in Figure 1, Part B) as
many hardware implementations have had difficulty executing these movements.

To accomplish our goals, our algorithm has a distributed approach through dy-
namic but explicit coordination within small groups of modules. This coordination
allows us to maintain difficult global properties – like physical stability – while only
using very small amounts of computation or inter-module communication. These
groups are dynamically formed whenever they are needed, and disassembled when
no longer needed. In a sense, modules act like biological stem cells, able to join any
group and take on whatever role is required. This could allow great flexibility for
cases where a module breaks and could allow modules in our locomotion algorithm
to easily transition into roles in other algorithms.

Yet dynamically forming multi-module groups requires consensus that each has
agreed to join the group and precisely which role each will take. Proving that a
consensus will always be reached becomes difficult when the needs of the robot
could change at any time (i.e. a group being formed is no longer needed), when
different modules hear about those changes at different times (since we rely on
module-to-module communication), and when messages sent between modules are
not guaranteed to always be received.

The remainder of our paper is organized as follows. In Section 2 we survey the
relevant literature. In Section 3 we give a general overview for how Robomotion
addresses our goals described above. Section 4 describes our simulation of Robo-
motion and gives experimental results from several experimental trials we used to
compare our algorithm to the leading prior work on this topic. In Section 5 we
present our conclusions and describe future work. For the sake of completeness,
detailed pseudo-code and proofs of correctness for Robomotion are included in the
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Appendix, Sections 6 and 7. However, the primary contributions of this paper are
Robomotion’s algorithmic design and the experimental results from its simulation.

2 Related Work
In order to achieve highly scalable locomotion – for robots with thousands or mil-
lions of modules – we must have distributed control algorithms that use sub-linear
memory and processing per module. The best previous example is the Million Mod-
ule March (MMM) algorithm by Fitch and Butler [5]. The robot’s goal is to reach
a specified goal region and each module executes the same, limited plan: repeat-
edly calculate its best route to a desired goal region based on the routes chosen by
neighboring modules. In this way modules closer to the goal region in a sense pass
information back to modules further away. This approach is flexible and was shown
to work on a robot with just over 2 million modules. However, it did not consider
physical stability and so would create configurations which would be unstable in
the presence of gravity. Also, the constant replanning of routes in MMM can lead to
inefficient locomotion.

Aside from MMM, the other main approach to highly scalable locomotion for
lattice-style SR robots is not a specific algorithm but a general technique known as
waterflow or cluster flow. In this algorithm, modules in the middle of the robot stay
in place while modules at the back move up, slide across the top, and then come
to the front of the robot to reattach there. Continual repetitions of this generate lo-
comotion that looks like water flowing along the ground. Algorithms implementing
this technique have been made by several research groups [1, 4, 7].

As other researchers have noted1, the key to generating fast locomotion with
these types of techniques is to have a high ratio of moving modules relative to the
total number of modules in the robot. In this paper we refer to this ratio as the
Simultaneous Active Movement (SAM) rate which we describe later in Section 3.
Both the waterflow technique and MMM restrict module movement to the exterior
surface of the robot. For dense robot shapes, which are more likely to be stable,
we would expect the SAM rate to drop as the number of modules grows and more
modules become trapped in the robot’s interior. We empirically verify this with our
simulation results given in Section 4, and also show that Robomotion instead main-
tains a high SAM rate by allowing interior module movement. Of course, the SAM
rate of an algorithm will drop even faster if we use a slow control algorithm. One
highly scalable implementation of waterflow by Butler et. al. used stateless local
rules to reduce computation [4]. However, later analysis found this approach to be
unwieldy as standard program-based control had tens of rules while stateless local
controllers had hundreds of rules. [2]

General reconfiguration algorithms could also be used for locomotion by contin-
ually requesting new configurations in the desired direction of movement. However,
most are not highly scalable as they require linear memory or are too slow due to

1 From page 5 of [1]: “the speed is proportional to the ratio of moving meta-modules relative to
the total number of meta-modules.”
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Fig. 2 Left: A Waterflow style algorithm by Butler et. al. [4] Middle: The Million Module March
algorithm. [5] Right: Robomotion in simulation.

requiring linear time for planning or, worse still, using a centralized planner. One
reconfiguration algorithm that did use sub-linear memory is the scale-independent
algorithm of Nagpal and Stoy [14]. This specified the goal region as overlapping
rectangular boxes and then placed modules into the goal region relative to the scale
of the boxes. This algorithm forms static scaffolding in the goal region first so other
“wandering” modules can flow freely through the gaps that are formed. However,
Nagpal and Stoy found that their scheme had worse performance compared to tra-
ditional reconfiguration algorithms in terms of number of moves, time steps, and
messages.

A similar reconfiguration algorithm by Stoy was not scale independent but still
used that scaffolding technique [13]. Here static modules in the scaffolding would
send out signals to attract wandering modules to new locations. This algorithm could
be adapted to locomotion but would have some movement inefficiency since mul-
tiple wandering modules can be attracted to a single open location. Also, no guar-
antees about physical stability are made. Another approach given by Ravichandran,
Gordon, and Goldstein [10] used only O(logn) memory per module while finding
a bijection between initial positions of modules and the desired target positions.
However, that work did not focus on the motion plan to reconfigure those modules.

Some reconfiguration algorithms allow “tunneling” module movement through
the interior of the robot’s structure [15, 3], a key property of our own Robomo-
tion algorithm. However, since there is no central coordination between the planned
paths for modules, the SAM rate for these prior tunneling algorithms is likely to
be similar to that of MMM, which also uses a decentralized, greedy approach. The
SAM rate for the MMM algorithm is considered in Section 4 of this paper. Also,
these tunneling algorithms do not guarantee physical stability.

The Robomotion algorithm described in this paper is for lattice-style SR robots,
but fast locomotion has been demonstrated in hardware for small chain-style SR
robots. In this style the robots form kinematic chains or loops. Work by Yim et. al.
may have the fastest locomotion demonstration [11], but other work by Yim [17],
Shen et. al. [12], and Murata et. al. [9, 16] show various locomotion gaits with
walkers, snake-like sidewinders, or rolling loops. However, if gravity is considered,
these techniques would not scale to moving very large robots (with thousands or
millions of modules) and are not directly applicable to lattice-style robots.

Physical stability occurs in hardware demonstrations for SR robots, but the topic
of stability has not been heavily studied for highly scalable theoretical algorithms.
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Prior work by Shen et. al. has shown how to balance a chain-type SR robot by
calculating the center of mass of the robot in a distributed manner [8]. However, this
did not consider physical stability in the sense of guaranteeing limits on sheer and
tension forces experienced between adjacent modules. These stability guarantees
are a key contribution of the Robomotion algorithm presented in this paper, along
with its high scalability and movement efficiency benefits.

3 Overview of Intuition for Robomotion
To make our theoretical algorithm applicable to as many lattice-style robot hardware
types as possible, Robomotion assumes the commonly-used Sliding Cube abstract
model [6]. In this model each module is represented as a cube and modules are able
to slide along flat surfaces formed by other cubes and make convex and concave
transitions between those surfaces. Communication occurs with messages passed
between adjacent modules. It has been shown that algorithms made for this model
can be executed by a range of hardware implementations [6]. To further extend the
applicability of our Robomotion algorithm, we disallow convex turns as this action
is hard for many hardware implementations. We now describe our Robomotion al-
gorithm and the intuition behind it. Again, our main goals for this work were: fast
locomotion speed, physical stability, and high scalability.

3.1 Fast Locomotion
To help evaluate the speed of our locomotion algorithm, we define the Simultane-
ous Active Movement (SAM) rate as the ratio of the number of moving modules
compared to the total number of modules in the robot. Prior work has noted how
locomotion speed for lattice-style SR robots correlates closely with this metric [1]
and that this rate tends to correlate with the exterior surface area of the robot2 [1, 5].
Asymptotically, an ideal SAM rate would be 1:1. This occurs when, on average, a
constant fraction of modules in the robot are able to simultaneously move. To get a
high SAM rate we’ll need to have the surface area of the robot – which is the area
along which modules can travel – to be asymptotically equal to the volume of the
robot. A robot only two modules high could have the top surface of modules move
for a 1:1 SAM rate, but in general as the number of modules grows large keeping one
dimension asymptotically shorter than another is difficult to achieve or maintain.

Instead, our Robomotion algorithm uses interior movement to reach a 1:1 SAM
rate. Modules begin at the back of the robot and move to new positions at the front,
just like in the Waterflow approach described in our Related Work Section. Yet now
modules move through interior tunnels instead of across the exterior surface of the
robot. By using a constant fraction of the robot’s volume to move modules, we can
achieve a 1:1 SAM rate. However, interior movement makes physical stability a
harder property to maintain.

2 From page 9 of [5]: ”We note that for simple cubic shapes, the surface area of the robot increases
with n2/3, so in fact we should expect parallelism relative to n to decrease as the robot gets bigger.”
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3.2 Stable Locomotion
Most SR robot algorithms do not consider stability, but most do maintain another
global property: connectivity. For this property, each module in the robot has a path
(series of physical connections) to any other module in the robot. For stability, it
helps to consider the common prior approach to connectivity: safety searches.

Prior Solution: Safety Searches With this method, before any module m moves it
first finds alternate paths to connect its neighbors. Module m then locks into place
any modules on these paths before m itself can move. This technique was used by
the highly scalable MMM algorithm [5]. However, there are three main drawbacks
to this approach. (1) If we allow unbounded searches, a single search could be very
slow. In the worst case we would have a single loop of all n modules in a robot and
would have to go through all of them to make an alternate path, finally allowing 1
module to move. (2) If we bound searches, then we might miss the opportunity to
move modules that could have safely moved, thereby lowering the robot’s SAM rate.
Finally, (3) without any global coordination, the movement of modules can become
very random and the structure formed for the robot becomes hard to predict.

For modules moving through the robots interior, these paths are really tunnels.
Without global coordination, random module movements can quickly create com-
plex internal mazes of tunnels and verifying stability becomes much more complex
than the simple “find any path” searches needed for connectivity. Just as we would
not trust the stability of gold mining tunnels that were randomly dug above and be-
low each other, for an SR robot we need to be more coordinated in how we form
these interior movement tunnels.

Our New Solution: Support Columns Our Robomotion algorithm avoids these
tricky situations by using static support columns placed at repeated intervals through
the robotic structure. Modules in these support columns do not move and so can
provide support. Modules between these columns attach to them for support and are
free to move without fear of causing instabilities. To form these support columns,
we use repeated groupings of 3 modules which we refer to as L-groups. An exam-
ple L-group is pictured at the far left of Figure 3 while the other portions of that
figure show how L-groups can be stacked into a column or into a set of adjacent
columns to form a full robot structure. The gaps in pictures (b) and (c) of Figure 3
– which account for 1/4 of the available volume in those structures – show where
other modules could travel freely through the structure. If we can keep new modules
constantly moving through these gaps then we’ll have our desired 1:1 SAM rate.

Define a slice of modules as a set of modules all having the same coordinate posi-
tion for a given axis direction (assuming those directional axes are aligned with the
rows and columns of our robot’s lattice structure). Robomotion generates locomo-
tion by repeatedly disassembling the columns of modules in the backmost slice of
the robot, sending those modules through the interior tunnels, and finally assembling
a new slice of modules (forming new support columns) at the front of the robot. We
can actually disassemble or assemble an entire slice in parallel and still maintain
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Fig. 3 From left: (a) a single L-group; (b) 1 line of columns; (c) multiple adjacent column lines to
show what a full robot looks like; (d) our simulation implementation with L-groups in purple and
moving modules in green.

stability. Keeping columns close together bounds the number of modules hanging
from the side of any given column module. Assembling at most 1 slice at the front,
and 1 slice at the back, of the robot at a given time limits the number of modules
hanging from the front and back of any column module. If each module has roughly
the same weight, this also means that we’ve bounded the amount of sheer or tension
force experienced on the connection between any pair of modules.

3.3 Scalable Locomotion
This support column structure also permits a highly scalable locomotion algorithm.
The only safety checks we need come while assembling or disassembling a column
(as part of a slice). These checks are: (1) consensus between modules in an L-group
to decide to disassemble or to decide if assembly of that L-group is complete, and
(2) messages between L-groups (in the back slice) from the top down to state when a
column is ready to be disassembled, and messages from the bottom up (front slice)
to state when a new column has finished being assembled, and (3) 1-directional
horizontal messages (perpendicular to movement direction) between L-groups to
state when a slice is ready to be disassembled or has finished being assembled.

Only constant-bounded memory and communication is needed. Disassembly or
assembly communication really only involves 5 modules: the 3 modules in an L-
group, a module from an adjacent L-group above (for disassembly) or below (for
assembly) stating that the column is ready, and a module from a side-adjacent L-
group stating that a slice is ready. Thus, a module only needs to know state about
its own L-group (if it’s in one) and to receive messages from neighbors. Thus, each
module needs only a constant-bounded amount of memory if we put a limit on the
number of messages “yet to be read” for any module. Overflow messages could
be dropped as that challenge is also handled by Robomotion (as described later in
Subsection 3.6). Modules moving through the robots interior can just follow direc-
tions given by adjacent L-group modules. Therefore moving modules only need to
remember their state (i.e. that they are moving) and the most recent move direction
order received.

Only constant-bounded processing is needed as well. Inside of the robot, only
1 module per L-group does anything: it sends direction messages to moving mod-
ules which pass by. Moving modules just follow orders and thus require almost no
processing. The only remaining work is the safety checks performed when assem-
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bling/disassembling columns of L-groups. This entails (1) directing any adjacent
moving modules to the right locations, and (2) agreeing with other members of
the same L-group when its time to disassemble or when assembly is complete. So
Robomotion needs only a constant-bounded amount of processing per L-group per
module action (or action request in case a moving module freezes and ignores re-
peated move direction messages). Thus, we have now outlined how Robomotion
meets all of our stated main goals: fast locomotion, guaranteed physical stability
and connectivity, and high scalability (limited memory / processing / communica-
tion per module).

3.4 Algorithm Outline: One Tunnel
Control for Robomotion is mostly done by controlling a single tunnel and then re-
peating that control structure for each tunnel in the robot. We assume the robot
begins execution with each module knowing its initial role: either being a stationary
L-GROUP module or being a moving FREE module. Each L-GROUP module be-
gins with knowledge of the forward direction (direction of desired locomotion) and
the locations of the 2 other members of its L-group. L-GROUP modules at the front
of the robot begin with a IS-FRONTEND = TRUE status and L-GROUP modules at
the back begin with a IS-BACKEND = TRUE status while all other modules begin
with FALSE for those values. Each module also knows the up and down directions
by remembering which side of its cube shape faces each direction.

These assumptions are to simplify our presentation here. Due to the repeated
structure of our support columns, if necessary we could broadcast a single message
with the desired direction of movement to all modules and then quickly calculate
the role and L-group neighbors for every module. The simplest method would prob-
ably be to choose a single module as the starting point and then propagate out an
initialization message to all other modules. Each module would then determine its
own role and L-group neighbors based on the role/neighbors of the adjacent module
which passed along the initialization message.

To handle message drops, we use a question-reply format. One module A will
repeat its “question” message to module B until B sends back a “reply” message
confirming that it successfully received A’s message (or when A no longer desires
to send its initial message). Module B just assumes that, if its reply message is lost,
there will be another chance to reply when A repeats its initial question message.
This means that the same message could be received multiple times. Because of
this, all messages used by Robomotion are designed so no error occurs if duplicate
messages are received. For control of a tunnel as a single unit, we assume an external
controller (such as a human at a laptop) which can broadcast signals to the robot to
tell it to reverse its movement direction or make an orthogonal turn. These broad
commands must then be executed by individual modules in a distributed fashion.

The psuedo-code shown in Algorithms 1 and 2 we give a high-level view of how
modules interact in a tunnel or respond to broadcast signals to reverse the loco-
motion direction. In that code, a “legal” move for a FREE module is one where it
moves into an unoccupied space and has a solid path to travel into that space (i.e.
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Send MOVE-DIRECT messages to any adjacent FREE modules.
if IS-BACKEND == TRUE and DISASSEMBLE-NOW == TRUE then

Send a BECOME-BACKEND message to module in FORWARD direction.
(switch to being a FREE module after getting the reply message.)

end
if given a BECOME-BACKEND message then

Set IS-BACKEND = TRUE.
end
if IS-FRONTEND == TRUE and ASSEMBLE-NOW == TRUE then

Send a BECOME-L-GROUP message to any module in FORWARD direction.
(set IS-FRONTEND = FALSE after getting the reply message.)

end
if given a REVERSE-DIRECTION message then

Swap the values of IS-FRONTEND and IS-BACKEND.
Swap the values of FORWARD and BACKWARD directions.

end

Algorithm 1: The L-GROUP module algorithm. (high level)

if given a MOVE-DIRECT message then
Execute the requested move, if legal.

end
if given a BECOME-L-GROUP message then

Switch to being a L-GROUP module in the current location.
Set IS-FRONTEND = TRUE.

end

Algorithm 2: The FREE module algorithm. (high level)

a flat surface made be 2 adjacent L-GROUP modules). The DISASSEMBLE-NOW
and ASSEMBLE-NOW variables are explained in the next subsection. Later, subsec-
tion 3.6 gives further descriptions of how we execute orthogonal turns or handle
situations where only some modules receive a given broadcast signal from the ex-
ternal controller. Details of how modules within an L-group come to consensus on
decisions, as well as full algorithmic proofs, are left for the Appendix sections.

3.5 Algorithm Outline: Connecting Adjacent Tunnels
With a working algorithm to generate locomotion with one tunnel, we now only
need to keep adjacent tunnels moving at about the same rate. We do this by pass-
ing messages through a slice whenever an L-group determines that it has finished
assembling or is safe to be disassembled. Algorithm 3, which would also be run
by L-GROUP modules, shows how this works for disassembly. Whenever a module
switches to an L-GROUP algorithm, it initializes DIS-READY-UP = TRUE if there
are no other L-groups above it and DIS-READY-SIDE = TRUE if there is no other L-
group to one side of its L-group. Otherwise these values are initialized to FALSE. A
process similar to this would be done for assembly and the ASSEMBLE-NOW safety
check variable.



Robomotion: Scalable, Stable Locomotion 11

if a DIS-READY message is received from above then
Set DIS-READY-UP = TRUE.

end
if a DIS-READY message from a side direction then

Set DIS-READY-SIDE = TRUE.
end
if DIS-READY-UP == TRUE and DIS-READY-SIDE == TRUE and no adjacent modules in
BACKWARD direction then

Set DISASSEMBLE-NOW = TRUE.
Send a DIS-READY message to the L-group modules below.
Send a DIS-READY message to the L-group modules in side directions.

end

Algorithm 3: The L-GROUP module collaboration algorithm. (high level)

3.6 Other Challenges Solved
In addition to the key challenges of maintaining connectivity and stability, Robomo-
tion also handles several other smaller challenges.

Convex-corner Transitions Many existing hardware implementations cannot per-
form convex-corner turns and using several individual modules to form groups of
fully functional “meta-modules” is expensive and unwieldly. However, there are two
viable options for getting individual modules around a convex-corner. Option 1 is
to have that module travel along a 3rd surface which is orthogonal to the surfaces
making that corner. Figure 4 shows an example of this. Option 2 would be for a
second moving module to come and push the first module past that convex-corner,
or pull the first module back from that corner.

For Robomotion, the only convex-corner transitions needed are when an L-group
is being disassembled or assembled. We have 2 methods that can allow these corner
movements, one method for each of our 2 options given previously. Method 1 is to
have at least 3 modules “beyond” the last L-group in the tunnel. That is, behind the

Fig. 4 Options 1 (top)
and Option 2 for aid-
ing convex-corner transi-
tions.

back of the tunnel (and back of the robot) or in front of
the front of the tunnel/robot. In this case two of those mod-
ules, along with the next L-group in the tunnel, act as a 3rd
orthogonal surface for other modules to travel in or out of
the tunnel. For our second method, we simply have a FREE
module wait at the end of the tunnel, making a flat surface
at the back of the robot with the last L-group in that tunnel.
Now any module “beyond” that L-group can slide next to
that waiting FREE module, and the waiting module could
pull it into the tunnel. Conversely, a waiting module at the
front of the tunnel could be pushed out beyond the front-
most L-group by another FREE module coming behind it in
the tunnel.
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Fig. 5 Showing how
a tunnel can begin a
turn. Yellow modules
are FREE and purple
modules are part of the
new orthogonal tunnel.

Making orthogonal turns Conceptually, making a tun-
nel turn is simple: change one L-GROUP module to
FREE and when it moves a gap is formed to start
a new tunnel. In practice we need modules in the
frontmost 2 L-groups to reset their roles, forming 2
new L-groups facing in the desired orthogonal direc-
tion. Figure 5 shows an example of this. One of those
new L-groups will also communicate with the last L-
group in the old tunnel to eventually take over the
IS-BACKEND status and disassemble that last L-group
in the old tunnel. Finally, to coordinate multi-tunnel
turns, only every other L-group is marked as a “valid”
turn starter. Since tunnels have a 2-module width, this
prevents 2 parallel tunnels from having an “off by
one” error and making new tunnels which do not line
up.

Module Delays Movement through the interior of the robot
is acyclic (forward or backward in tunnel), so no dead-
lock can occur. Similarly, dependancies between adjacent
L-groups (for safety checks) are 1-directional and so dead-
lock is avoided. Finally, within an L-group, 1 module (des-
ignated by being in the middle) makes all the group deci-
sions. It acts on these decisions after getting confirmation
from the other 2 L-group members, so no race conditions or
deadlocks occur within an L-group. Thus, Robomotion can
withstand delays in module movement or computation without error.

Delays of external messages For our model, we anticipate that an external control
may be needed to send “change locomotion direction” messages to the robot as a
whole. Yet the robot is composed of many individual modules and so there could be
delays in passing such an external message to all modules in the robot. To handle
these delays, we place a time stamp on all external messages. This time stamp is the
only use of memory that would not be constant-bounded. However, even this could
be bounded if modules could be trusted to respond to such external messages within
some large time span, after which we could reset the time stamp counter to zero.

4 Simulation Results
In addition to our theoretical results, we have also simulated our Robomotion algo-
rithm to experimentally verify its performance. Our simulation is written in Java and
can optionally use Java3D to display the robot modules. The basis of this simulation
was meant to aid us in making comparisons to the leading locomotion algorithm in
prior work: the Million Module March. While our simulation runs on a serial com-
puter, it is a distributed rather than centralized implementation in that each module
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executes its own independent algorithm. We enforce that the only communication
between modules is message passing between adjacent, connected modules. For
sensing, a module A (which is cube shaped) can detect if it has an adjacent neigh-
bor on any of its 6 sides or if it can safely move forward into an adjacent lattice
location. Since our modules can not make convex-corner transitions, this means that
the space is open and that there is a flat surface for travel (i.e. adjacent neighbor
modules) between A’s current location and the desired new lattice location.

Modules do not know their global positions. The total robot configuration and
shape is not known by any module and is not known by any external controller.
Thus, each module is forced to act based only on local information or on messages
received from adjacent modules. Also, since there is no global knowledge of module
positions, any external controller cannot specify exact placements for modules in a
desired configuration. Instead, we allow less exact specifications like direction and
distance for locomotion or the desired number of parallel tunnels at the front of the
robot. This method for controlling the robot is more limiting, but we believe it is
more realistic for a scalable system in real hardware since it allows us to use only a
constant amount of memory within each module.

Since our simulation runs on a single processor, the modules of course must
execute in a serialized fashion. However, to make this more realistic, at the start of
the simulation a randomized order is chosen for the modules. Our simulation then
executes in iterations. Within each iteration the modules execute in the randomized
order that was chosen and, when its turn comes, each module executes its current
algorithm.

To simulate message passing, a message sent from module A to module B will
be placed on a queue for B when A executes its algorithm. Module B will then
read all messages on its queue whenever it has its next turn to execute its own al-
gorithm. Note that this implementation actually makes Robomotion appear slower
than it would be when executed on actual hardware. This is because messages sent
between modules typically take 1 iteration for travel, the same travel time as a phys-
ical module moving between adjacent lattice locations. This communication delay
occurs more in Robomotion than in other locomotion algorithms because of our
question-reply format for handling messages (used to avoid errors due to dropped
messages).

4.1 Speed Comparisons
To make our comparison as direct as possible, we executed simulations for the same
test that was performed for the Million Module March algorithm. We ran cube-
shaped collections of n modules a distance of n1/3 − 1 module lengths over flat
ground. This distance was chosen by the MMM authors because n1/3 is the length of
1 side of the robot’s cubic shape and they wanted a 1-module length overlap between
the start and goal locations for the robot. Tests were run for different values of n
to see how the algorithm performed for different robot sizes. The most important
speed statistic for a locomotion algorithm is probably how long it takes the robot to
travel a single module-length or “unit” distance. Thus, we took the total number of
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Fig. 6 Left: Robomotion stays fast even with huge numbers of modules in the robot. Right:
Robomotion SAM rate remains high even as the number of modules grows.

actuations made by a robot during a locomotion test and divided by the n1/3− 1
distance traveled for robots of size n. Statistics for Robomotion come from our
simulation while numbers for MMM are taken from its own publication. [5]

For this test we have also simulated a simple implementation of the “Waterflow”
style of locomotion to use as a baseline comparison along with MMM and Robo-
motion. As mentioned earlier in our Related Work Section (Section 2), Waterflow
is a style of algorithm where modules at the back of the robot slide up, slide across
the top of the robot, and then slide down the front to become the new front of the
robot. In this way, the modules tend to “flow” like water toward the desired goal
location. Many different research groups have devised different ways to control this
style of locomotion, yet any implementation should have roughly the same module
movements and so should give roughly the same locomotion speed (differing only
by small constant factors).

In Figure 6 we illustrate the statistical speed comparison between these 3 key
locomotion algorithms. Here a “time step” is the time for a single module to move a
single module length (unit distance). Experimentally, we found that the running time
for the Waterflow algorithm had near-perfect linear growth compared to n1/3, where
n is the number of modules in the robot. Up through robots of size 403 MMM had
similar running time growth, but was less efficient than Waterflow. However, from
n = 403 to n = 753 MMM actually had a slight speed-up. We’re not sure of the cause,
but one educated guess is that traveling a longer distance (49 and 74 unit distances
for the last 2 data points shown) gave modules in the robot enough time to spread out
into a flatter robot shape. The dense cube shape of the initial configuration probably
limited movement.

Meanwhile, the running time for our Robomotion algorithm is a stark contrast to
the other two. We maintain near-constant speed for all values of n that we tested.
Specifically, the running time hovered between 12.33 time steps per unit distance
traveled for n = 103 and 13.43 for n = 803 = 512,000 modules. This consistent
performance is not surprising since each “tunnel” through the robot is predomi-
nantly independent of all others. The only slight delays are the message checks
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sent between tunnels to keep any one from getting ahead of (or falling behind) in its
movement speed compared to adjacent tunnels. Experimentally, there was very little
effect (less than 1 time step per unit distance traveled) when we added these checks
to our algorithm. If implemented on actual hardware, we expect the effect would
be even smaller since messages should travel much faster than moving modules but
our simulation used 1 time step for either action. On hardware, we also expect that
Robomotion and Waterflow would both gain in speed since these algorithms have
modules travel long straight distances, from the robot’s back to its front. These mod-
ules could increase movement speed or conserve momentum by not stopping during
this trip since there’s no need to re-plan their travel path.

In addition to the speed of the robot, we also looked at the Simultaneous Active
Movement (SAM) rate for these 3 locomotion algorithms. Recall that we defined
this measure in Section 3 as the ratio of moving modules compared to the total
number of modules in the robot. Figure 6 shows the average percentage of modules
that were moving at any given time, which is basically just taking the total num-
ber of actuations made and dividing by the total time steps taken and by the total
number of modules. The results in this graph are very similar to the previous graph.
Waterfow and MMM both start with good SAM percentages, but lose efficiency as
the number of modules in the robot grows large. This time it is Waterflow which
is slightly less efficient, and beyond n = 403 there is again a slight improvement
for MMM. In contrast to these effects, Robomotion once again remains steady, and
fast, ranging from about 9.8% to 7.5% as the number of modules increase. We note
that while Robomotion is substantially better on both metrics, its advantage on raw
locomotion speed seems slightly better than its SAM rate advantage. A likely cause
is that Robomotion becomes more efficient with longer tunnels, and so for large
values of n it was able to be nearly as fast even while having a very slight drop in
SAM percentage.

5 Conclusion
In this paper we have presented a novel locomotion algorithm for lattice-style self-
reconfigurable robots. This algorithm is highly scalable, produces movement which
is more efficient than prior locomotion approaches, and always keeps the robot phys-
ically stable in the presence of gravity. We do this while overcoming possible fail-
ures in message passing or delays in module execution. Thus, we believe this to
be a good step toward developing scalable control algorithms which would actually
work on real hardware implementations.

For future work, the way in which we make orthogonal turns is one potential area.
Our current algorithm focuses on individual tunnels, so turning multiple tunnels can
be inefficient. Extending our algorithm to very rough terrain is another important
step, but is difficult for any physically stable algorithm. As we’ve described, straight
support columns must be maintained for any configuration to minimize the sheer
and tension force on module connections. A likely compromise may be a heuristic-
based algorithm that uses Robomotion for flat or semi-rough terrain but reverts to
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Waterflow when faced with highly irregular terrain (where high-speed locomotion
may be impossible anyway).
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APPENDIX

6 Detailed, Formal Description of Problem Definition, Movement
Terminology, and Robomotion Algorithm

6.1 Robomotion: Formal Terminology

We say that an L-group is complete if it has all 3 required modules. Otherwise,
that L-group is said to be incomplete. The path space of an L-group is the space
bordering both L-child modules which is not occupied by the L-main module. We
say that a free module f is in a tunnel if f occupies the path space of some L-
group G in that tunnel. Each L-group has a single movement direction and will
tell passing free modules to travel in that direction. We say that an L-group has
frontend status if its L-main module has the IS-FRONTEND variable set to TRUE
and has backend status if its L-main has the IS-BACKEND variable set to TRUE.
An L-group has endpoint status if it has either frontend or backend status.
Finally, an L-group has true-frontend status if its L-main has IS-TRUE-FRONTEND
= TRUE.

For any given L-group G, the cross section of G is the 4-module area of G’s
modules and its path space. We say that a free module f is within the cross section
range of G if either (1) f is in the pathway space of G, or (2) f is directly attached
in front of or behind the cross section of G but not in the pathway space of another
L-group.

A straight line could be drawn through the path spaces (or through the L-main
modules) of every L-group in a straight tunnel. Accordingly we can say that an end
of the tunnel is an endpoint along that line. For a given end of a tunnel T , let G be
the complete L-group which is closest to that end of the tunnel. We denote this end
of the tunnel T as travel-ready if:

1. G has a free module in its pathway space, OR
2. G has at least 3 modules beyond it which are still in G’s cross section range, OR
3. the L-group H directly adjacent to (and further into the tunnel from) G is also

complete, OR
4. H has 1 L-main module, 1 L-child module, and a free module in its path space

or in its other L-child space.

Having one of these conditions will ensure that we can pull any free modules
behind G into the tunnel or, if there are none, that G’s modules can be pulled into
the tunnel when they soon become free. We say that a single tunnel T is travel-
ready if: (1) each end of the tunnel is travel-ready, (2) every incomplete L-group
has 1 L-main and 1 L-child module, and (3) there are no 2 consecutive incomplete
L-groups in the tunnel. Note that this definition does not account for a new L-group
being assembled at the front or an old one being disassembled at the back of the
tunnel (but there can be at most one of either of those anyway). Finally, we say that
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a single tunnel is locomotion-ready in a given direction d if: (1) the tunnel is travel-
ready and (2) every L-group in the tunnel has d as its chosen movement direction. A
robot R is locomotion-ready if it is a single connected configuration made entirely
of locomotion-ready tunnels with the same direction d.

6.2 Robomotion: Formal Problem Statement and Algorithmic Goal

Problem Statement We assume an initial configuration of n modules, shaped as
a solid cube with an even number > 2 of modules in each dimension. This config-
uration rests on a flat plane with infinite distance in all directions. Each module is
shaped as a cube, has unit length in each dimension, and can slide along flat surfaces
formed by other modules. A module may slide 1 unit distance in unit time and may
push up to 1 module ahead of it or 1 module behind it while moving. We assume
that each module weight of 1 “unit”. When not moving, each module can withstand
> n units of compression force. However, that module can only support a line of
3 or fewer modules hanging from any single side. Each side may simultaneously
support up to 3 hanging neighbor modules.

In our initial configuration we assume that modules are already given the correct
algorithm roles – L-main, L-child, or free – to form an array of tunnels as shown
previously in picture (c) of Figure 3. Every L-group is assumed to have the same
movement direction and that direction is parallel to the length of the tunnels. Ac-
cordingly, the frontmost L-main module in each tunnel begins with frontend
status and the backmost L-main module in each tunnel begins with backend sta-
tus. No other L-main module (or L-group) begins with frontend or backend
status.

Modules may send and receive messages with neighbors to which they are di-
rectly attached. We assume these messages may be lost when communicated but,
if sent successfully, they arrive instantly. Modules may delay in their movement or
computation but will never fail. Additionally, we assume that there is some exter-
nal controller which may broadcast requests of REVERSE-DIRECTION or CHANGE-
DIRECTION to the robot modules. All robot modules have the ability to send a mes-
sage back to that external controller (although few are expected to do so). We also
assume that the external controller knows of all tunnels in the robot configuration
and, when receiving a message from a module, can determine which tunnel that
module is in. It would be possible to have just 1 L-main module in the entire robot
listen for external messages and then relay those to other tunnels. However, for now
we place this extra burden on the external controller to simplify our algorithmic
explanations in this paper.
Algorithmic Goal Given the initial movement direction chosen for all L-groups,
our goal is to generate locomotion in that direction indefinitely, or until a REVERSE-
DIRECTION or CHANGE-DIRECTION request is received. Such a request may be
received at any time. If the robot receives a REVERSE-DIRECTION request it will
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eventually succeed in reversing the direction of locomotion throughout every tunnel.
Two REVERSE-DIRECTION requests would result in the robot returning to locomo-
tion in the original direction. If the robot receives a CHANGE-DIRECTION request
it will start locomotion in a direction orthogonal to the current “forward” direction.
This new direction is to the left or right depending on the chosen value sent in the
CHANGE-DIRECTION request. At all times during locomotion the robot will be in a
configuration which is physically stable in the presence of gravity according to the
physical limitations of our modules just described above. Furthermore, at no time
will the Robomotion algorithm become “stuck” due to deadlock between modules
or other such malfunctions.

6.3 Robomotion Pseudo-Code

We now give overview descriptions for the 3 role algorithms used by Robomotion.
Some details, such as how the question-reply messages are handled, are omitted
here.

Algorithm Overview Our Robomotion algorithm is actually composed of 3 dif-
ferent smaller algorithmic roles. Any module in the robot will be acting as 1 of
these 3 roles at any given time. The first role is that of the free module, which
merely follows movement directions from other modules. The second role is L-
main which is the middle module in an L-group. L-main is in charge of forming or
disassembling the L-group or responding to external requests to change the robot’s
movement direction. The L-child role is played by the other 2 L-group members.
One such module in each L-group is in charge of directing passing free modules.

If an L-group is at the front (back) of a tunnel, all modules in that L-group may
have to direct passing free modules that are ahead (behind). It is up to the L-main
module to determine if its L-group is at the front or back end of the tunnel. This
matters since free modules moving in or out of the tunnel will need help making
convex-corner transitions. Checking for modules behind or ahead of an L-group
is insufficient to determine if it’s at an end of the tunnel as those modules may
be free modules or members in an L-group that is only partially formed. Instead,
adjacent L-groups pass a frontend or backend label to each other as necessary.
The question-reply message format is used here to ensure that there is always a
frontend or backend L-group at each end of each tunnel.
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if given a MOVE-DIRECTION or PUSH-ME message then
Execute the requested move if possible.

end
if given an INIT-LMAIN message then

Switch to the L-main role.
end
if given an INIT-LCHILD message then

Switch to the L-child role.
end

Algorithm 4: A broad overview of the Free Module algorithm.

Initialization: L-main assumes IS-FRONTEND = TRUE, IS-TRUE-FRONTEND = FALSE,
IS-BACKEND = FALSE.

if IS-FRONTEND == TRUE and IS-TRUE-FRONTEND == FALSE and both L-childs are
currently initialized then

- Use question-reply messages (STOP-BEING-FRONTEND /
BECOME-TRUE-FRONTEND) with the module behind to become the only
IS-TRUE-FRONTEND module.

end
if IS-TRUE-FRONTEND == TRUE and (on ground level or L-group below is complete) then

- Send a INIT-LMAIN message to any module ahead.
end
if IS-BACKEND == TRUE and (L-group above is backend) then

- Send a BECOME-FREE message to any module behind.
- Tell any module behind to go behind L-CHILD-1.
if spaces are empty behind L-CHILD-2, this module, and L-CHILD-1 (checked in that
order) then

- To the module ahead, send question-reply messages
(BECOME-BACKEND/BECOME-FREE) to turn this L-group into Free modules.

end
end
if REVERSE-DIRECTION message is received and its count < expected count then

- Send back a ACK-REVERSE-DIRECTION message.
end
if REVERSE-DIRECTION message is received and its count == expected count then

- Send back a ACK-REVERSE-DIRECTION message.
- Swap IS-FRONTEND and IS-BACKEND roles.
- Reverse the L-group’s MOVE-DIRECTION.
- Forward this REVERSE-DIRECTION message to adjacent L-mains using question-reply
protocol.

end
if changes occur to any status (IS-FRONTEND, IS-BACKEND, MOVE-DIRECTION, etc.) then

Use question-reply messages (INIT-LCHILD) to re-initialized both L-child modules.
end

Algorithm 5: A broad overview of the L-Main algorithm.
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if given an INIT-LCHILD message then
- Initialize this L-child with that information.
- Send back an INIT-LCHILD reply message.

end
if given a READY-TO-DIS message then

if the space behind L-child is empty and the space behind the L-group path space is
empty then

- Send back a READY-TO-DIS reply with TRUE.
else

- Send back a READY-TO-DIS reply with FALSE.
end

end
if given a BECOME-FREE message then

- Switch to the FREE MODULE role.
end
if this module is L-CHILD-1 in its L-group and the L-group is complete then

if IS-TRUE-FRONTEND == TRUE then
- Send a MOVE-DIRECTION message to any module in the path space with orders
of: request a push forward.

end
if IS-BACKEND == TRUE then

- Send a MOVE-DIRECTION message to any module in the path space with orders
of: wait until a neighbor is behind, then pull it forward.

end
if IS-TRUE-FRONTEND == FALSE and IS-BACKEND == FALSE then

- Send a MOVE-DIRECTION message to any module in the path space with orders
of: move to be L-child if possible, otherwise move forward.

end
end
if IS-BACKEND == TRUE then

- Send a BECOME-FREE message to any module behind.
- If this is L-child-2, tell any module behind to go behind L-main, otherwise behind the
path space.

end
if IS-TRUE-FRONTEND == TRUE then

- Tell any module ahead to go ahead of L-main.
end

Algorithm 6: A broad overview of the L-Child algorithm.
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7 Robomotion Proofs of Correctness

For the sake of completeness, we now give formal propositions leading to a proof
that our Robomotion algorithm will generate the desired locomotion without losing
stability or getting stuck (i.e. no deadlock for any modules). These proofs, though
lengthy, are not technically difficult. Again, the main contributions of this work are
Robomotion’s algorithmic design and its experimental results in simulation, rather
than sophisticated proofs of correctness.

7.1 Forward Locomotion

We’ll now begin proving that the Robomotion algorithm can generate physically
stable forward locomotion. For all propositions, theorems, and proofs we assume
that we never have a case where 2 tunnels S and T are aligned with the same move-
ment direction, with one tunnel just 2 module widths behind the other tunnel. (i.e.
just 1 empty module space between them) Since free modules blindly respond to
whatever messages they receive, this could cause problems if a free module moved
between these 2 tunnels and suddenly started receiving conflicting orders from the
2 different tunnels. In no other way could a free module get orders from 2 different
movement tunnels, so we specifically disallow this narrow special case.

In our proof structure, we follow the creed of “just do your job”. The back of
the tunnel, tunnel midsection, and front of the tunnel each have different jobs to do.
Forward locomotion only occurs if all sections work together and, in a sense, one
section can only work properly if the other sections are all working properly as well.
Thus, we simply prove that each section executes properly assuming that all other
sections are executing properly.

7.1.1 General: Tunnels Are Connected But Independent

Proposition 1. In a travel-ready straight tunnel, every L-group module a has a con-
nectivity path to every other L-group module b such that the path between a and b
passes only through L-group modules.

Proof: In a straight tunnel we have a contiguous series of L-groups, all with the
same alignment. A straight line could be drawn through the L-main modules in that
contiguous series, so if a and b are both L-main modules, then this is our path go-
ing only through L-group modules. If either a or b is an L-child module, then it is
directly connected to the L-main in its L-group. Thus, our path simply goes from a,
to the L-main module in a’s group, through a straight line of other L-main modules,
to the L-main module in b’s group, to b. Hence, our proposition is proven. 2
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We say that a free module m is owned by a tunnel T if m is in the cross-section
range of an L-group in T. That is, m is in the path space of some L-group in T or is
immediately in front of or behind some L-group in T.

Proposition 2. A free module m which is owned by a straight, travel-ready tunnel T
will remained owned by tunnel T as long as m is “free”. Furthermore, m will only
receive messages from L-group module in T, or other free modules owned by T, and
m will make movement decisions based only on the arrangement of L-groups in T or
other free modules owned by T.

Proof: First we’ll prove that if m is owned by tunnel T it will remained own by T
as long as m is free. Move directions from l-group modules only send free modules
forward (but at most 1 space in front of T’s TRUE-FRONTEND L-group) or toward
an L-group position. Any such move would keep m within the cross-section of some
L-group and also out of the cross-section range of any L-group not part of tunnel
T. Since m will not physically contact any L-group module not in T as long as m is
owned by T, any direction for m to leave tunnel T would have to come from another
free module.

Move directions from another free module x could only occur if x had a move
order to be pushed into the space currently occupied by m. The only such move
direction that is ever given is for a free module to be pushed 1 space in front of
a tunnel’s TRUE-FRONTEND L-group. That move is in a forward direction. Thus,
free modules can only pass move directions to another free module in front of them
which would be owned by the same tunnel. Therefore, any move directions passed
to module m by another free module would have originally come from an L-group
in T. As shown earlier, any such moves originating from T would keep m owned by
T. Therefore, the first part of our proposition is proven.

Second, we need to show that m can only receive messages from T or from other
free modules owned by T. Movement directions are the only messages that a free
module might send to another. Since it was just shown above that a free module
will only send move directions to another free module in front of it in the same
tunnel, m will not receive messages from any free module owned by another tunnel.
Furthermore, as long as m is owned by T it cannot physically contact any L-group
in another tunnel. Thus, we have that m can only receive messages from T or from
other free modules owned by T.

Third, we need to show that m only makes movement decisions based on the ar-
rangement of L-groups in T or of other free modules in T. Since we know that m
can only get move directions from these sources, all that remains is how m decides
to follow these directions. If m is in the middle of tunnel T, it will move into an
L-child position if one next to it is empty and otherwise will move 1 space forward
if the space ahead is unoccupied. Since T is travel-ready we know that it can’t have
2 consecutive incomplete L-groups. So m will have a path to travel forward if it
doesn’t move into an L-child position. Either of these cases are decided only by the
existence of L-group modules in T or of free modules owned by T. If m is behind
a backend L-group in T, or in front of the TRUE-FRONTEND L-group of T, then
m’s moves will be within the cross section of that backend or FRONTEND L-group
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and will only depend on it and on other free modules also in that cross section. So
our proposition holds for these cases as well. Finally, if m is in the path space of the
TRUE-FRONTEND L-group of T then m will pause until the space ahead of it is clear
and a module behind it can push it forward. This means m movement is only based
on the existence of other free modules owned by T. This covers all locations were m
could be found. Thus, the final condition of our proposition holds for all cases and
the full proposition is proven. 2

7.1.2 Tunnel Midsection Works

The previous 2 propositions allow us to view tunnels as independent in their opera-
tion, with the exclusion of needing to keep any tunnel from getting too far ahead or
behind its neighbors. Therefore, for the remaining propositions in this section we’ll
focus on a single tunnel with the knowledge that all tunnels in a robot configuration
will act in the same way. Next, we see that the mid-section of the tunnel successfully
moves free modules through the tunnel.

Proposition 3. Consider a locomotion-ready tunnel T and a free module f within
T that is not in the path space of a backend L-group. Assuming no reversal of
move direction, then any free module f in that tunnel will either (1) join the first
incomplete L-group that it passes in the tunnel, completing that L-group, or (2) f
will successfully move to the front of the tunnel. At no point does a disconnection
occur and at no point do these actions cause T to lose its locomotion-ready status.

Proof: First we’ll show that a free module in T either completes an incomplete
L-group or moves to the front of the tunnel. Note that any module in tunnel T must
be in the path space of some L-group in T. A module moving within T gets no
secondary move orders and so will only move 1 space at a time. Consider a free
module f in the path space of L-group G which is part of T. Module f will get its
move directions from G. If G is incomplete (i.e. it has only 1 L-main and 1 L-child
module) then f will follow the direction to move into the empty L-child space. From
there f will get no further move directions and will eventually join and complete G,
the first possible case for our proposition.

If instead L-group G is complete then, since we assumed this to initially be a
locomotion-ready tunnel, that free module will have a path to move forward to the
L-group in front of G. Module f will then do so and will get its next move direction
from that next L-group. Since this tunnel begins as locomotion-ready, all L-groups
in the tunnel have the same movement direction. Thus, a module f will continue
to move forward in the tunnel until either (a) it passes an incomplete L-group and
completes it, or (b) module f reaches the front of tunnel T. This finishes our proof
of our proposition’s first condition.

Now, we’ll show that no disconnection or lose of locomotion-ready status occurs.
No actions considered by this proposition cause any L-group module to move. So
disconnections could only occur with moving free modules. Yet all free modules
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considered are either in an L-group’s path space or move to be in an L-child posi-
tion. Thus all free modules have a direct connection to at least 1 L-group module
at all times, so no disconnection can occur. Finally, no actions considered by this
proposition change the movement direction of an L-group or cause one to disassem-
ble. So the only possibility we would have of losing the tunnel’s locomotion-ready
status would be if a tunnel endpoint L-group relied upon having a free module in its
path space. Yet since module f must move forward then this could only happen to a
backend L-group, a case which we are not considering in this proposition. Hence,
the our proposition is now proven in full. 2

7.1.3 Back of Tunnel Works

In this subsection we show that the back of the tunnel executes its task of disas-
sembling the backmost L-groups by turning them into free modules. Those free
modules are then moved into the tunnel where their handling would be taken over
by the midsection of the tunnel.

Proposition 4. Consider an L-group G with backend status. Assuming no reversal
of movement direction, once G’s L-main module believes that there are no modules
behind any of G’s L-group modules (i.e. the L-main has BACK-COUNT = 3) then
there will be no modules behind any of G’s L-group modules as long as G has
backend status.

Proof: For G’s L-main to decided that all of the spaces behind G’s modules are
clear, it first asks L-child-2 to check the space behind it. If L-child-2 responds that
the space behind it is clear, then the L-main module checks the space behind itself.
Finally, if both of those spaces are found empty, then L-main finally asks L-child-1
if the space behind it is empty. This order, L-child-2 to L-main to L-child-1, is the
order in which free modules behind G will be directed. Modules behind L-child-1
are directed behind G’s path space where they can finally be pulled into G’s path
space. Thus, if the space behind L-child-2 is found clear then, if no direction re-
versal occurs, no free module behind G would be directed to that space. After that
space is clear, then once the space behind L-main is cleared we know it won’t be
filled again, and after both of these cases we can finally check L-child-1’s space with
the same guarantee. Therefore, by checking in this order, we know that once all 3
spaces are found clear then all 3 spaces behind G’s L-group modules will remain
clear as long as G maintains its backend status. Hence, the proposition is proven.
2

Proposition 5. Assuming no reversal of the movement direction, at any time after
initialization, a locomotion-ready tunnel has either 1 or 2 consecutive backend L-
groups with no other L-groups behind them. There are no other backend L-groups
in the tunnel. If there are 2 backend L-groups then there are no modules behind
any L-group module in the backmost of those 2 L-groups.
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Fig. 7 From left to right across rows, a demonstration of how the backmost L-group would disas-
semble (re-assembly would be similar to the reverse).

Proof: First, we quickly review at a high level how a backend L-group operates.
For an L-group ”G” with backend status, any module in G sends ”become-free”
messages and move direction messages to any module behind it. The space behind
each backend L-group module is found to be clear, the L-main module in G will
repeatedly send a BECOME-BACKEND question message to the L-main in front of
it. Since this is a locomotion-ready tunnel all L-groups have the same movement
direction, so the L-group in front of G will eventually reply by sending ”become-
free” messages and move direction messages to G’s modules.

Now, we’ll show that we always have at least 1 backend L-group. Note that
right after initialization we begin with 1 backend, the tunnel’s backmost L-group.
An L-group will only lose backend status if its modules get ”become-free” mes-
sages and switch to being free modules. Yet those messages can only come from
another L-group with backend status. This is a locomotion-ready tunnel, and
backend L-groups only send ”become-free” messages to modules behind them.
Thus an L-group receiving ”become-free” messages will only get them from an-
other L-group ahead of it and we cannot have a cycle where 2 backend L-groups
simultaneously disassemble each other. Therefore, if a backend L-group does be-
come free and lose its status, then there must have been another backend L-group
to cause that and we are guaranteed of always have at least 1 backend L-group.

Now we’ll show that there are at most 2 backend L-groups, along with the
remainder of our proposition’s statement. Assuming no reversal of movement direc-
tion, an L-group may attain backend status only when its L-main module receives
a BECOME-BACKEND message. This can only come from another L-group which
already has backend status. That L-group will only send that message to a module
in front of it and it will not send that message until its L-main module believes ev-
ery space is cleared behind its L-group’s modules. We only started with 1 backend
L-group and, since this locomotion-ready tunnel, all L-groups have the same move
direction. Thus, an L-group must wait until it is assured of being the only remaining
backend L-group before it will bestow that status on a neighboring L-group (i.e.
the one in front of it). This means we can have at most 2 L-groups, they must be
consecutive, and if we have 2 then we know that the backmost one has no modules
behind any of its L-group modules. Finally, since the initial backend L-group was
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the backmost one in the tunnel, then at all times the 1 or 2 consecutive backend
L-groups must be the backmost 1 or 2 L-groups in the tunnel. This covers the re-
mainder of our proposition, and so our proposition is proven. 2

Proposition 6. Let T be a locomotion-ready tunnel and L-group G the backmost
L-group in that tunnel. Assume that G has backend status and has x modules,
in total, behind its modules and pathspace. Then, assuming no reversal of move
direction, once space is available in tunnel T, all x modules will move through G’s
path space, past G, and further into tunnel T. At no point does a disconnection occur
and at no point do these actions cause T to lose its locomotion-ready status.

Proof: First we quickly review how a backend L-group directs modules in its
path space. This is handled by the L-child-1 module. Until the space behind every
module in that backend L-group is empty, L-child-1 orders any module in the
path space to wait until it can pull in a neighbor behind it as it moves forward. This
ensures that once the path space is filled, it remains filled so that other modules
behind the L-group can be pulled into the tunnel. Once all spaces behind the L-
group members are empty, L-child-1 instead tell any module in the path space to
move forward immediately and simply pull the neighbor behind it if there happens
to be one there.

Now we’ll show that all x modules behind G will move into the tunnel. Modules
behind G are directed, in order, to the spaces behind: L-child-2, L-main, L-child-
1, G’s path space. From there they are pulled into G’s path space and then can
move further into tunnel T whenever space ahead is available. From the proof of
Proposition 4, L-group G will remain intact and will retain its backend status
until all spaces behind its L-group modules are empty. Therefore we know there
will be enough time for the x modules behind G to clear those spaces. Other than
being further inside the tunnel, the only remain places for those x modules are G’s
path space or the spot behind G’s path space. Yet, at this point L-child-1 switches to
telling passing free modules to move forward as soon as space ahead is available. A
pull will still happen if there’s a neighbor behind the path space, though. In this way
if any of the x modules in G’s path space or behind it will be moved through that
path space and further into the tunnel whenever space is available. Note that this
links us up with the earlier Proposition 3 which considered the movement of free
modules to the front of the tunnel for all locations except any backend L-groups.

Now, we’ll show that no disconnection occurred. First, note that in the area of
the tunnel considered, only those x modules were moving. At all times they were
either connected to an L-group module in G, to a free module in G’s path space, or
further inside the tunnel and so attached to some other L-group module. Therefore
no disconnection could ever occur through these actions.

Finally, we’ll show that these actions never cause the tunnel to lose locomotion-
ready status. Let H be the L-group in front of G. Once either (a) H is complete or (b)
H has a module in its path space then this end of the tunnel will remain locomotion-
ready as long as G retains its backend status. If neither of these 2 cases are true
then, since the proposition assumes that we begin with a locomotion-ready tunnel,
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either we have (c) x ¿= 3 modules behind G or (d) there’s a free module in G’s path
space. Any module that moves from being behind G will move into G’s path space
and any module moving from G’s path space will move into H’s path space. Thus,
if any of these cases turns from ”true” to ”false” then we immediately have another
case that is true (d -¿ c -¿ b -¿ a). Also, once case (a) is true then this end of the
tunnel remains locomotion ready as long as G has backend status. This is the only
end of the tunnel affected by the actions considered by this proposition. Thus our
final condition is proven. Hence, the proposition is proven in total. 2

7.1.4 Front of Tunnel Works

Next, we show that new L-groups are successfully formed at the front of the tunnel
whenever the back and midsection of the tunnel move more free modules to the
front.

Proposition 7. Assuming no reversal of the movement direction, at any time after
initialization, a tunnel has either 1 or 2 consecutive frontend L-groups with no
other L-groups in front of them. There are no other frontend L-groups in the
tunnel. There is never more that 1 L-group with IS-TRUE-FRONTEND status.

Proof: When the robot is first initialized it begins with exactly 1 ”true-frontend”
group at the front of the tunnel and no other frontend L-groups. This matches our
proposition’s statement. Now, to fully prove this proposition we will demonstrate
that it holds at all times during the cycle of forming new L-groups. If there is no
reverse-direction order, after initialization an L-group will only gain ”frontend” sta-
tus when it is first formed when it will get ”alt-frontend” status. Note that such an
L-group will not move any free modules in front of it, so the space in front will
remain clear as long as it keeps this ”alt-frontend” status. A new L-group can only
be formed when a free module gets an ”init-lmain” message, which is only sent by
a ”true-frontend” L-main module to the space in front of it. Thus, we begin with 1
”true-frontend” L-group (and no others in front of it) and will eventually form an
”alt-frontend” L-group in front of it, giving us 2 consecutive ”frontend” L-groups
(with no others in front of them).

The ”true-frontend” L-group will not give up its status until it receives a ”stop-
being-frontend” message. This can only be sent by an ”alt-frontend” L-main module
to the module behind it. Once that message is received we will again have 1 ”fron-
tend” L-group, but 0 ”true-frontend” L-groups. The remaining ”alt-frontend” L-
group won’t switch to being a ”true-frontend” L-group until it receives a ”become-
true-frontend” message. This can only be sent by a module that received a ”stop-
being-frontend” L-group. Therefore, to follow our ”question and reply” format for
guarding against message drops, the ”alt-frontend” L-group will keep sending a
”stop-being-frontend” question message to the module behind it until it receives a
”become-true-frontend” reply message. At this point this frontmost L-group will
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switch to ”true-frontend” status and we are back where we started after initializa-
tion: exactly 1 ”true-frontend” L-group with no other L-groups in front of it and no
other ”frontend’ L-groups in the tunnel. The logical progression just described will
then repeat as each new L-group is formed at the front of the tunnel. Hence, our
proposition is proven. 2

Proposition 8. Assume that tunnel T is locomotion-ready, its frontmost L-group G
has TRUE-FRONTEND status, and there is a stable, open space in front of G. Assume
there is no reversal of movement direction. Then if there is a free module in G’s path
space, x free modules in front of G, and 4-x free modules inside T at the front of the
tunnel, a new L-group will be formed in front of G. At no point does a disconnection
occur and at no point do these actions cause T to lose its locomotion-ready status.

Proof: We’ll prove this in 4 parts. First we’ll show that a new L-group will be
formed if the free modules are present. Note that any module in front of G’s L-main
module will get repeated ”init-lmain” question messages until G’s L-main receives
back a ”stop-being-frontend” reply. This will only occur when when the module in
front of G switches to an L-main algorithm, sends ”init-lchild” question messages
to its 2 L-child locations, and hears back ”ack-init-lchild” reply messages from both
of those locations. Those ”ack-init-lchild” replies only come if a module in that spot
has taken on the necessary ”L-child” role. Therefore, we have that if 3 free modules
can get into the 3 positions in front of G’s L-group modules, then a new L-group
will be formed in front of G.

For part 2, now we’ll show that free modules in front of G will move into the
correct locations. If a free module is in front of G’s path space then either (1) it
got movement directions from G to move in front of one of G’s L-child modules
(as a second move order after being pushed forward) or (2) the module in G’s path
space with keep transferring those move orders to the module in front of it until
that module moves. Thus, we know that any module in front of G’s path space
will move in front of one of G’s L-child modules if either of those spaces is open.
Finally, any module in front of one of G’s L-childs will get movement directions
to move to the space in front of G’s L-main module. A module in front of G’s L-
main module won’t get any movement directions. Therefore, we know that if at
least 3 free modules move in front of G then all of the locations for a potential new
L-group will eventually be filled. Furthermore, at all times those free modules are
either directly connected to a module in G, or to the free module in G’s path space.
So no disconnection occurs at any time.

For part 3, we’ll show that enough modules will move in front of G. This propo-
sition assumes that there are x modules in front of G and 4-x inside the tunnel at its
front. If x ¿= 3 then from the explanation just given we know that those modules
will move to the proper locations and a new L-group will be formed. Now, if x ¡
3, those x will move into some locations in front of G’s L-group. This empties the
space in front of G’s path space. Since there were assumed to be 4-x free modules
at the front of tunnel T, until all 3 positions in front of G’s L-group are filled, when-
ever the space in front of G’s path space is empty the module in G’s path space will
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eventually be pushed forward. Therefore, we know that eventually 3 modules will
move in front of G’s L-group modules and so from the descriptions earlier a new
L-group will eventually be formed.

Finally for part 4, we’ll show that these actions never cause the tunnel to lose
locomotion-ready status. Here the front of tunnel T is locomotion-ready because
the path space of its frontmost L-group is filled. Since this L-group G has ”true-
frontend” status, any module in G’s path space will only move forward and only
when it is pushed. Therefore, whenever a free module leaves that path space it is
immediately replaced. Thus, this end of the tunnel won’t lose locomotion-ready sta-
tus as long as G is the frontmost L-group. Since this is the only end of the tunnel
affected by these actions, our proposition is now proven in total. 2

7.1.5 Forward Locomotion Works

Now that each section of the tunnel has been shown to work in isolation, we’re now
ready to show that an entire tunnel operates correctly and that this results in forward
locomotion for a robot configuration made entirely of these tunnels.

Proposition 9. Assume that we begin with a single locomotion-ready tunnel T. As
long as T always has a stable, open space in front of it, and no change in movement
orders, tunnel T will generate forward locomotion indefinitely.

Proof: From propositions 7 and 8 we know that we’ll always have at least 1 frontend
L-group at the front of the tunnel, that the frontmost of those will eventually take on
”true-frontend” status, and that a new frontend L-group will be formed in front of it
as soon as enough free modules show up. All that we need is for an infinite stream
of free modules to arrive at the front of the tunnel and we’ll generate locomotion
indefinitely.

From proposition 3 we know that any module in the tunnel, but not in the path
space of a backend L-group, will either join an incomplete L-group that is passed
or will move to the front of the tunnel. Since we’re dealing with a tunnel with a finite
number of modules there must be a finite number of incomplete L-groups. Thus, if
we can get an infinite stream of modules to enter into the tunnel, then we’ll get them
to the front and will generate locomotion indefinitely.

From Propositions 4, 5, and 6 we know that we’ll always have at least 1
backend L-group, that any modules behind it will be moved into the tunnel, and
that the L-group in front of that backend L-group will also gain backend status
once that occurs. At this point the old backend L-group will be disassembled and
the process begins all over again. This only relies on there being sufficient room in
the tunnel to take those coming modules and, by the explanations in the last 2 para-
graphs, we know that there will always be space because those free modules will be
moved to join incomplete L-groups or to the front of the tunnel where they’ll form
new ”frontend” L-groups. Thus, from these disassembling backend L-groups we
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get an infinite stream of free modules moving into the tunnel and so we generate
locomotion indefinitely.

Finally, note that in all of propositions 4 - 8 it was shown that no disconnection
could occur, so there’s no concern of somehow ”dropping” modules from our infi-
nite stream. Thus all of the sections of our tunnel - front, middle, and back - act in
coordination. Hence, our proposition is proven. 2

Theorem 1. Let R be a locomotion-ready robot resting on an infinite plane. Assum-
ing no change in movement orders occurs, the Robomotion algorithm will indefi-
nitely generate forward locomotion for the entire robot configuration while main-
taining physical stability at all times. At no point will a disconnection occur.

Proof: We’ll show that locomotion will effectively happen, then we’ll show that the
robot is physically stable at all times, and finally we’ll show that no disconnection
ever occurs. First, from Proposition 2, we know that free modules operating with one
tunnel won’t receive any messages from any other tunnel. Thus, other than consider-
ing stability, we can view the locomotion execution of each L-group independently.
From Proposition 9, we know that any single tunnel will generate locomotion for-
ward as long as it keeps finding an space in front of it. All tunnels have such space,
so we know that all of them will effectively generate forward locomotion if there
are no messages between L-group modules in different tunnels which prevent this.
The only such messages are to ensure adjacent modules stay together vertically and
horizontally, so we’ll verify that they do not cause problems as we verify stability.

Since we begin with a locomotion-ready robot, we assume that any vertically
stacked tunnels are aligned in the same way with L-main modules above L-main
modules. Consider a single vertical stack of such tunnels. The L-main modules,
along with 1 L-child modules between them, form a solid, straight vertical stack.
Initially none of these modules move. Since we allow for arbitrary compression
forces to act on modules, this stack is stable in the presence of gravity. For a given
L-group, off to the side of this stack is possibly 1 L-child module (beside an L-
main module) and possibly 1 free module (beside the L-child module in the vertical
stack). Our limit for tension or sheer forces off of 1 side of a given module is 3
modules hanging off of that side. At initialization time, we have at most 1 module
hanging off the side of any module in the vertical stack. This covers all force in-
teractions, so the vertical stack of tunnels is stable. Other vertical stacks of tunnels
which are horizontally adjacent have no force effect. Thus we have that the entire
robot is stable in the presence of gravity right after initialization.

Once locomotion starts, a backend L-group will only start disassembling (by
sending a BECOME-BACKEND message to the L-group in front of it) once all of the
L-groups stacked vertically above it have started disassembling. Thus, hanging off
the back of any tunnel we at most 1 L-group of modules, potentially a free module in
its path space, and potentially another free module attached behind the path space.
In the disassembling L-group, two of its member modules can be held up by the
L-group member directly in front of it. That is only 1 module worth of tension
and sheer forces each. The final member of the disassembling L-group, and other 2
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potential free modules, can all be held up by the L-group module just in front. This
reaches but does not exceed our limit of 3 modules worth of tension and sheer forces
on that back side of the L-group module. Therefore, we have that physical stability
at the back of the tunnel is maintained. Also, since the dependency order between
vertically stacked L-groups is one-way (tunnels below wait on tunnels above to
begin disassembly) and the topmost tunnel has no condition to wait on, there is no
chance of deadlock.

Now, considering the frontmost end of the tunnel, a ”frontend” L-group will only
start being assembling a new L-group in front of it once all of the L-groups below it
are completed. Thus, we can have at most 1 new L-group (and potentially 1 module
in its path space) hanging off of the front side of any tunnel. The forces may be
attributed just as we did at the back of the tunnel and so physical stability at the front
of the tunnel is assured. Also, the order of dependence is again one-way (tunnels
above wait on tunnels below) and the bottommost tunnel has no condition to wait
on, there is no chance of deadlock. Furthermore, since the middle of the tunnel is
arranged in the same way that the initial robot configuration had, the middle of the
tunnel must be physically stable. Thus, we have that the entire robot is physically
stable in the presence of gravity.

So we have that the robot is physically stable at all times and the messages be-
tween vertically stacked tunnels do not impede locomotion. The only other inter-
tunnel messages are those between horizontally adjacent tunnels, and they simply
cause a ”frontend” L-group to delay starting a new L-group in front of it until the
L-group to its left has been fully formed or a backend L-group to delay starting
disassembly until the module to its right has started disassembly. These messages act
just like the vertical messages to maintain alignment, so in the same manner they do
not impede locomotion. This was the last check we needed, so we have now proven
that locomotion will continue indefinitely and that the robot will be physically sta-
ble in the presence of gravity at all times. Finally, we’ll show that no disconnection
occurs. Note from that through the earlier Propositions 4 - 8 it was shown that no
disconnection will occur within a single tunnel. Thus, the only disconnection that
could occur would be if, among 2 adjacent tunnels, one tunnel got so far ahead of the
other that they were no longer touching. Yet our messages between backend L-
groups prevent this both horizontally and vertically. So although the overall robot’s
front or back edge might start to slant, it will remain stable and adjacent tunnels will
maintain contact with each other. Hence, our theorem is now proven in full. 2

7.2 Forward and Backward Locomotion

We now introduce the REVERSE-DIRECTION request to allow the robot to reverse
its direction of locomotion. Only L-main modules will be listening for these mes-
sages which come from an external controller. Using our question-reply format, the
controller repeats a given REVERSE-DIRECTION request until it has gotten a reply
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message from at least 1 L-main module in every tunnel in the robot. The proof of
correctness in this section follows the same outline as the previous section.

7.2.1 General: Message Propagation and Endpoint Maintenance

Proposition 10. For each REVERSE-DIRECTION request with a unique counter
value, all L-groups in every tunnel will eventually get that REVERSE-DIRECTION
request and will act upon it exactly once.

Proof: Recall ”reverse-direction” orders are handled by L-main modules within L-
groups and that each L-main module stores the value that it expects to see in the next
”reverse-direction” order to which it should respond. If a message comes in with
a lower counter value, the L-main responds with an ”ack-reverse-direction” reply
message but does nothing else. If the message comes in with a higher than expected
counter value, it is ignored. Only if the counter value is exactly as expected does the
L-main respond in full by sending a reply message, switching its move direction and
any ”frontend” / backend status, and forwarding that message to other adjacent L-
mains. Note that the L-main’s expected counter value is only incremented if, for both
directions before and after this L-main, the L-main either (a) first got this ”reverse-
direction” message from that direction, (b) gets an ”ack-reverse-direction” message
back, or (c) finds that there is no neighboring module in that direction.

So, an the L-main module waits for a specific counter value, will only counter
values in order, and will only respond once to each. Since ”reverse-direction” orders
are sent as question messages, the higher-valued messages that are first ignored will
be repeated until there is some reply. Thus, if every L-main can receive at least 1
message for each unique ”reverse-direction” order, every L-group will act upon each
of them exactly once.

To see that this occurs, note that any L-main which responds to a ”reverse-
direction” request must do so in proper counter order: i, i+1, i+2, etc. Therefore, if
we can find 1 L-main that has sent out messages for requests 1 through ”i”, then we
know that all L-mains (and so all L-groups) will respond to all requests 1 through
”i”. To find this L-main, first consider the base case when no ”reverse-direction”
requests have ever been sent out. All requests originally come from the external
controller, which will not send out request ”i+1” until it has heard a reply to request
”i” from at least 1 L-main each tunnel.

Any L-main can respond to the first request with counter value 1 and so one in
each tunnel eventually will. By the descriptions above, it will relay that message
to adjacent L-groups and eventually all will respond. Now, consider the case where
message ”i” has already been responded to by at least 1 L-main in each tunnel and
the controller is now sending out request ”i+1”.

In any given tunnel, we know that there is at least 1 L-main that has already re-
acted to message ”i”, and so will be available to react to message ”i+1”. When it
does so, this becomes our L-main which has responded to each ”reverse-direction”
request, 1 through ”i+1”. It may have first received some of those message from
adjacent L-groups instead of from the external controller, but the effect is the same.
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The ”i+1” request will then emanate out from this L-group and will eventually reach
and be responded to by every other L-group in the tunnel. Thus, every L-group in
the robot will respond to every ”reverse-direction” request exactly once. Hence, our
proposition is proven. 2

Proposition 11. Regardless of how many REVERSE-DIRECTION requests are sent
through, or when they are sent, we always have at least 1 and at most 2 consecutive
endpoint L-groups at each end of the tunnel.

Proof: If we didn’t have any ”reverse-direction” orders, Propositions 7 and 8 proved
this for the front of the tunnel and Propositions 4, 5, and 6 proved this for the back
of the tunnel. Yet ”reverse-direction” orders merely switch ”frontend” L-groups to
being backend L-groups, and backend’s to frontend’s. Thus, we’ll continue to
have at least 1 and at most 2 consecutive ”endpoint” L-groups at each end. 2

7.2.2 Tunnel Midsection Works Despite Reversals

Proposition 12. Consider a locomotion-ready tunnel T and any free module f
within T that is not in the path space of an endpoint L-group. Regardless of
any REVERSE-DIRECTION orders that are sent, free module f in that tunnel will
join the first incomplete L-group that it passes in the tunnel. If f does not pass an
incomplete L-group, then if tunnel T maintains locomotion-ready status long enough
f will successfully move to the front of the tunnel. At no point does a disconnection
occur and at no point do these actions cause T to lose its travel-ready status.

Proof: The only difference between this proposition and Proposition 3 is that here
a ”reverse-direction” order may be sent to the tunnel at any time. Yet the only affect
this has on non-endpoint modules is that some L-groups may have a different stored
movement direction. In this case a free module will still join the first incomplete
L-group that it passes and otherwise will travel up or down the tunnel, but always
staying in the path space of some L-group. Thus, no disconnection occurs and, since
we’re considering non-endpoint L-groups, it’s easy to see that there’s no affect on
the travel-ready status as well. By Proposition 10, if there’s sufficient time after
the last ”reverse-direction” order received by the robot, all L-groups will eventu-
ally get the order, get the same movement direction, and the tunnel will again have
locomotion-ready status. At this point free modules will move to the front of the
tunnel just as was covered in the proof for Proposition 3. Hence, this proposition is
now proven. 2
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7.2.3 Back of Tunnel Works Despite Reversals

Proposition 13. Even considering any REVERSE-DIRECTION messages which might
be sent, if we have 2 consecutive backend L-groups at 1 end of the tunnel, the L-
group furthest back will not have any modules behind it.

Proof: From Proposition 4, if no ”reverse-direction” messages occur then this
statement holds for backend l-groups. Similarly, by Proposition 7 if no ”reverse-
direction” order is sent then if there are 2 consecutive ”frontend” L-groups then
there are guaranteed to be 0 modules in front of the frontmost L-group. A ”reverse-
direction” order simply switches the movement direction and the ”frontend/backend
status labels for L-groups. Thus, given 2 consecutive ”endpoint” L-groups, the same
one will be the frontmost one when it has ”frontend” status and will be the backmost
one when it has backend status. Therefore, since it would have 0 modules beyond
it either way, this proposition’s statement holds. 2

Proposition 14. For a travel-ready tunnel T which may have received REVERSE-
DIRECTION requests, consider an L-group G with backend status. Once the L-
main module in that group has decided that there are no modules behind any of its
group members, none of those spaces will be occupied again as long as that L-group
has backend status.

Proof: This is the same as Proposition 5, but now we’re also considering possi-
ble effects from ”reverse-direction” orders. If G has been a backend L-group for
a while, then the proof from Proposition 5 would still hold. The only affect we
need to consider is when G switched from being a ”frontend” L-group to now be
a backend L-group and now some free modules are still following old frontend
move directions.

Free modules typically only move 1 space at a time before receiving new move
orders. The lone exception is for a free module behind a backend L-group that
moves into the tunnel, but we’re considering old moves given by a ”frontend” L-
group here, so that exception case can be ignored. Also, note that a backend L-
main module would not start verifying if the space behind it’s L-group is clear until
after both L-child modules have confirmed that they know of the backend status.
Therefore, free modules can move at most 1 space on those old orders from the time
that G’s L-main module starts checking if the space behind the L-group members is
clear. Thus, if a free module were to move 1 or fewer steps to get behind an L-group
member, it would have to start behind either an L-group member or G’s pat space.
Yet, when the L-main checks if area behind its L-group members is clear, all 4 of
these locations are checked. This check is done in the order in which modules would
travel (behind the path space, behind L-child-2, behind L-main, behind L-child-1)
so even with the effects of ”reverse-direction” orders considered, we know that once
the area behind an L-group is marked ”clear” then we know it will stay clear. Hence,
this proposition is proven. 2
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Proposition 15. Let T be a tunnel that is travel-ready and which may have had
REVERSE-DIRECTION requests sent to it. Consider the end of the tunnel that will
become the back after its L-groups react to all REVERSE-DIRECTION requests. Once
the backmost L-group G at this end of the tunnel gains backend status, then when
space is available all modules behind G will become free, move through G’s path
space, and further into the tunnel. At no point does a disconnection occur and at no
point do these actions cause T to lose its travel-ready status.

Proof: This is really the same as Proposition 6, but now with the effects of any
”reverse-direction” orders considered. Yet the only real effect was on free modules
following old move orders from before the L-group G switched from ”frontend” to
backend status. The only possible problem this could cause would be if the area
behind a backend L-group was marked clear and then later a free module moved
into that cleared area. Proposition 14 showed this would not occur, so we find that
the same proof that worked for Proposition 6 will also show this current proposition
to hold. Thus, our proposition is quickly proven. 2

7.2.4 Front of Tunnel Works Despite Reversals

Proposition 16. Even considering any REVERSE-DIRECTION messages which might
be sent, there is never more than 1 true-frontend L-group at any end of a tun-
nel. After all modules in the tunnel have a chance to respond to any given REVERSE-
DIRECTION messages, there will not be more than 1 true-frontend L-group in
the entire tunnel.

Proof: After initialization, we start with exactly 1 ”true-frontend” L-group at the
front of the tunnel. When a ”reverse-direction” order is given backend L-groups
switch to being ”frontend” and vice versa. By Proposition 11 there’s at most 2 such
l-groups at either end, and they have to be consecutive.

Backend’s switch to being ”alt-frontend” L-groups. They won’t turn into ”true-
frontend” L-groups until they’ve confirmed that the L-group behind them does not
have any ”frontend” status. If we only have 1 newly switched ”alt-frontend” L-group
at this end of the tunnel, it will soon become the only ”true-frontend” L-group at
that end. If there are 2 consecutive ”alt-frontend” L-groups, the frontmost of them
won’t become a ”true-frontend” until the L-group behind it signals that it has given
”frontend” status. Thus, we can have at most 1 ”true-frontend” L-group at either end
of the tunnel (which, eventually, will be the frontmost L-group).

By Proposition 10, all modules in the tunnel will respond to each unique ”reverse-
direction” order exactly once. Thus, after all modules have responded to these
”reverse-direction” orders then we’ll only have frontend modules at one end of the
tunnel; the correct ”front” of the tunnel. This will leave at most 1 ”true-frontend”
L-group in the entire tunnel. Hence, the proposition is proven. 2
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Proposition 17. Let T be a tunnel that is travel-ready and which may have had
REVERSE-DIRECTION orders sent to it. Consider the end of the tunnel that will
become the front after its L-groups react to all REVERSE-DIRECTION orders. The
frontmost L-group will eventually gain true-frontend status and, if enough free
modules move to the front of the tunnel, a new L-group will be formed in front of that
true-frontend L-group if it has a stable, open space in front of it (meaning that
this end of the tunnel has locomotion-ready status). At no point does a disconnection
occur and at no point do these actions cause T to lose its travel-ready status.

Proof: This is the same as Proposition 8, but now with ”reverse-direction” orders
also considered. First we’ll show that no disconnection occurs, then that this end
of the tunnel never loses travel-ready status, and finally that a new L-group will
be formed in front of these newly switched frontend L-groups. First, note that if a
backend L-group has any free module behind it, or a frontend L-group has mod-
ule in front of it, that L-group only gives move directions which keeps those free
modules in the cross section of the L-group or moves then further into the tunnel.
Thus, no disconnection will occur even if a free module is still following backend
directions even after the L-group next to it has switched from backend to frontend
status.

To see that travel-ready status is always maintained, note that this condition
works the same way for both backend and frontend L-groups. An L-group in front
of backend (behind frontend) will be filled as soon as any free module passes it.
Otherwise, if a module is needed in the path space of the backend (frontend) L-
group to maintain travel-ready status, that module will remain there until another
free module comes to immediately replace it as it moves. Thus, this matching sym-
metry between backend and frontend behavior means that this end of the tunnel
keeps travel-ready status even as backend L-groups switch to being frontend L-
groups. Also, note that all that remains to achieve ”locomotion-ready” status is that
all L-groups have the same move direction, and Proposition 12 tells us that will
eventually happen, so this end of the tunnel will eventually get ”locomotion-ready”
status as well.

Finally, to show that a new L-group will be formed in front of our newly switched
frontend L-groups, consider 2 possible cases: (1) where we have just 1 new frontend,
and (2) where we have 2 consecutive frontends.

For case (1), free modules usually only move 1 step at a time before getting
new directions. Thus, any free modules connected to an L-group module will get
the proper move directions right away once the new L-group switches. The lone
exception is for the module behind this front L-group’s path space. Yet the module
in the L-group’s path space will transfer its directions to that free module in front of
it, so even here no problem occurs.

For case (2), note that the backmost of the 2 new frontend L-groups will act just
as was described above until it gets a ”stop-being-frontend” message and gives up
its frontend status. The frontmost of the 2 new frontend L-groups has no modules
behind it, but may be partially disassembled. If we’re counting this frontend as ex-
isting, that means the L-main module is still in place and acting as an L-main. It’s
just that one or both L-childs may have turned free and moved.
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Yet when the L-main gets the ”reverse-direction” message it will seek to re-
initialize its L-childs with the new information anyway. If there are still modules in
the L-child locations they’ll get that initialization message and the L-group will be
fully intact and functional. If either L-child space is empty, the L-group behind this
one, which will begin acting as a ”true-frontend” on its own during this time, will
move modules into those L-child locations. Thus, the frontmost of the 2 consecu-
tive L-groups will eventually be properly formed and will then take on its rightful
”true-frontend” status. Thus, we’re back to a usual frontend operation and so we
know that new L-groups will again be formed in front of existing ”true-frontend”
L-groups. Hence, this proposition is proven. 2

7.2.5 Forward and Backward Locomotion Works

Theorem 2. Let R be a robot that is initially locomotion-ready and rests on an infi-
nite plane. Given an odd number of REVERSE-DIRECTION requests, the Robomotion
algorithm will generate forward locomotion. Given an even number of requests, the
algorithm will generate backward locomotion. In either case it will do this until the
next REVERSE-DIRECTION request is sent. The entire robot configuration maintains
physical stability at all times. At no point will a disconnection occur.

Proof: From Theorem 1 we know that a locomotion-ready tunnel will generate
locomotion in its intended direction for an infinite amount of time. From Propo-
sition 10 we know that any ”reverse-direction” request that is sent will eventually
be received and responded to by every L-group in every tunnel. Knowing this, by
Proposition 12 we know that the middle of the tunnel will always stay travel-ready
and, since all ”reverse-direction” requests will eventually propagate through, then
this middle section will eventually be locomotion-ready as well.

By Propositions 11, 16 and 17 we know an end of a tunnel that thinks its at
the front never loses travel-ready status, after L-groups in a tunnel respond to all
”reverse-direction” requests, that front end will regain locomotion-ready status. By
Propositions 11, 14 and 15 we know that an end of a tunnel that thinks it’s at the
back never loses travel-ready status and, after L-groups in a tunnel respond to all
”reverse-direction” requests, that back end will regain locomotion-ready status.

Therefore, we have that given enough time to respond to the most recent ”reverse-
direction” request, every tunnel in the robot will regain ”locomotion-ready” status
and the robot will generate locomotion in its intended direction indefinitely. By
propositions 12, 15, and 17 we also know that no disconnection ever occurs in the
middle, back or front portion of the tunnel. Thus, no disconnection ever occurs. Fi-
nally, since the ”reverse-direction” requests merely affected the movement direction
or ”frontend” / backend status labels of L-groups, the same proof for stability
which worked for Theorem 1 will also work here. Therefore, we have that the en-
tire robot configuration is physically stable at all times. Hence, our proposition is
proven. 2
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7.3 Locomotion With Turns

We now give an abbreviated look at how turns might be made in a locomotion
tunnel. These would start when a CHANGE-DIRECTION request is sent from the
external controller to the robot. The only modules which could respond to such
requests are frontend L-main modules. They will respond by forming HEADLESS
L-groups around them. For example, consider the picture inside the box in Figure
8. Modules X ,Y and A would be in the FRONTEND L-group initially, with Y the L-
main module. Module Y first sends a request to BECOME-HEADLESS to the L-main
behind it, using our question-reply protocol. By waiting to hear a positive reply we
avoid the problem of 2 adjacent FRONTEND L-groups attempting to each start a new,
orthogonal tunnel. After getting a reply that the L-group behind is now headless, Y
tells its horizontal L-child to start another, perpendicular HEADLESS L-group. After
Y gets a successful reply to this last question message, our tunnel intersection is
formed.

Fig. 8 A single tunnel as it turns to the right. Yellow modules are the moving “free” modules.
Purple modules are acting as part of the tunnel’s corner junction. Tri-color modules are acting as
part of normal L-groups.

The purpose of these 2 HEADLESS L-groups is to push free modules through
when necessary. Both L-groups will keep as a temporary L-child any free module
that passes above it’s L-main. However, whenever another free module shows up
behind that temporary L-child (i.e. not in the path space of the L-group) that tempo-
rary L-child will move into the path space and pull the other free module behind it.
In this way the L-group keeps a temporary L-child but movement through the tunnel
continues.
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A HEADLESS L-group has PUSHER status if its L-main and the shared L-child
module make a line parallel to the new tunnel direction. Otherwise, the L-group has
PULLER status. For the ordering in this turn junction, the PUSHER L-group can be
thought of as the last L-group in the old tunnel section. The L-group that initiated
this turn and the PULLER HEADLESS L-group are the first 2 modules in the new,
orthogonal tunnel section. Which is first in the new section depends on the direction
in which that tunnel is being made.

If the direction of the new tunnel section goes from the path space toward the
PUSHER L-main module, then the temporary L-child will simply pull forward any
free module that appears in the path space. However, if the new tunnel’s direction
is the opposite way, then the temporary L-child has more work to due until a new
L-group is formed in that new tunnel section. In this case, whenever a free module
is in the path space shared by the 2 HEADLESS L-groups, the temporary L-child of
the PUSHER L-group (which is above its L-main) will push that free module out into
the new tunnel section’s area. The temporary L-child then returns to its place above
the L-main module of the PUSHER L-group.

The descriptions just given tell how this turn junction can be formed and how
we begin to form new L-groups in the desired new tunnel section. Cleaning up this
turn, when all L-groups in the old tunnel have been disassembled, works in much
the same way that we normally remove L-groups: the backend status gets passed
to the next L-group ahead and that new backend is responsible for freeing the
modules in the old backend L-group and moving them into the tunnel. For one
other issue, if a REVERSE-DIRECTION request is received then operations are also
handled just as was done for straight tunnels: the movement direction of each L-
group is flipped and the PUSHER and PULLER status labels are switched. Finally, for
the case when we have multiple tunnels stacked vertically, we can assure ourselves
that the tunnels remain stacked after turning by having the bottommost tunnel make
the decision about where to start the turn and having it propagate a message upward
to the tunnels above. If we have multiple parallel tunnels arranged horizontally,
the same trick works, but this time with the tunnel furthest toward the new desired
direction of travel making the decision. Thus, if we have multiple tunnels arranged
vertically and horizontally, the tunnel at ground level which is furthest to the desired
side will make the call. Now, since we’ve merely given qualitative descriptions for
our turn functionality rather than fitting in rigorous pseudo-code and proofs, we
leave this last portion of our algorithm as a conjecture rather than a formal theorem.

Conjecture 1. Let R be a robot that is initially locomotion-ready and rests on
an infinite plane. The Robomotion algorithm will generate forward locomotion
in the proper direction given the number of CHANGE-DIRECTION or CHANGE-
DIRECTION requests that have been made. The entire robot configuration maintains
physical stability at all times. At no point will a disconnection occur.


